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Summary
This week we looked at some of the technical requirements for the Shared Semantics agenda. This included a deep dive into some of the current research in ontologies structuring, specifically the idea of having one set of content split across several OWL ontology files to separate different concerns. 

This thinking mainly seems to apply to the production of OWL material, which wasn't part of today's agenda. However, we looked at whether we could expect to find this in any current external ontologies and whether this approach could be also part of the solution to the requirement for referring to external ontologies only in part. 

We also looked at the difference between UML Packaging (including straw-man material developed for today's review), and OWL ontology imports. It was established that the UML package structure was not intended to be reflected in any OWL rendition of the model content, and so can be regarded as a method of structuring the FIBO model for ease of reading, editing and reporting without regard for any impact on OWL ontologies. 
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1. Notes / Main Themes

This week we made a start to repackaging parts of the Global Terms section of the model (the mid level ontology), based on the principles we agreed upon last week (see 4 August WS3 notes). 

1.1 Ontology Packaging

We were introduced to some new ideas on how ontologies may be packaged to separate out the concepts from the detailed axioms. This means that for a given set of terms, definitions and formal axioms, maintained by a given source, there may be two or more separate OWL ontology files representing the totality of the ontological material maintained by that source. 
These principles may have a bearing on the following three separate questions: 

1. How some of the "external" ontologies and other standards material we want to used, may be disposed;

2. How to structure our Global Terms material in order to reference standards based ontology material (today's agenda);

3. How to derive OWL ontology material from our ontology

1. for the Global Terms material we are working on today

2. for the financial industry content itself

As with last week's decisions on packaging, we intend to revisit these questions as they affect the FIBO industry material as a separate conversation, since even though the same questions may be asked, we should not assume we will arrive at the same answers. 

On (1) and (2): 

1.1.1 External Ontologies

Given that it is recognized as good practice in many quarters to maintain OWL ontology material in a number of separate OWL files (also called ontologies), we should recognize that identified external ontologies may or may not be structured in this way. As an example, the UN-FAO ontology is not. 

We therefore have the following scenarios: 

· External ontology is in one single OWL file

· The above thinking does not apply - but see next heading;

· External ontology is in separate OWL files

· We use only the one that has the concepts and not the axioms

· This addresses one of the potential issues in referring to external ontologies, in that we would often want the concepts and their definitions but may not want to incorporate the detailed axioms; indeed in many cases these may be defined for a different context or use case, or may be framed according to some theory which is incompatible with our own

This leads on to the next question:
1.1.2 Global Terms External Ontology Structuring

We have previously identified that there are potentially at least two separate scenarios which may apply in the case of referring to some external ontology or other standards material:
· The ontology contains only some terms that we wish to reference in our material; 

· For example the US Pub-28 material, if rendered as an OWL ontology, contains material defined for a very different use case to ours

· The ontology is to be incorporated as a whole

· For example the REA Ontology

We have anticipated that we may need to develop two distinct approaches for these two scenarios, with possible variations on these two extremes. A possible variation would be if we wish to use most or all of the terms in another ontology, but either do not need the formal axioms, or find those formal axioms inimical to the way in which we have structured those terms. There may also be cases where only the partitioning of those terms differs (for example if a set of terms uses the OBO or DOLCE upper ontology partitioning). 

One thing we could consider is to apply a separation of concerns in the external ontology even though that ontology itself does not do so. 

An example is what we have already done (informally) with the UN-FAO ontology. Here we included only the taxonomy of terms from that ontology, but did not use any of the formal axioms. This was also an ontology which made extensive use of rather "design" like model patterns, such as the use of enumerations. Also this was not developed with the expectations that other communities such as ourselves would wish to make reference to it. 

Possible Approach

We did not discuss this, but a possible approach to this would be: 

· For a given external ontology that is in a single OWL resource, we would expect to replicate that ontology, using its existing OWL constructs, in the ODM modeling framework (presumably we would also put the ontology's own namespace in the relevant tagged value in the ODM framework, but perhaps we should discuss this)

· Instead of replicating the entire ontology, we could replicate only the taxonomy of terms, with their definitions, in a package designated as an OWL ontology
· If there are also some axioms that we would want to incorporate, we would need to do one or other of the following:

· Include these in the same OWL Ontology-designated UML package

· Put these in another package

In the second option above, there is an obvious problem in that the external ontology, which exists as one OWL resource with therefore one namespace, would now be in two packages - if these are both styled as ontologies, this would no longer be a direct representation of that external OWL ontology. Unless we put the same namespace label in the relevant ODM tagged value for the package, but that does not seem right. 

In the first option above, this means that we would have an ontology which is a direct copy of a sub-set of the required external ontology. This seems like the most correct choice. 

1.1.3 FIBO Content
We should address this same question directly of the financial industry content, at another time. The question now becomes one not of how to import and reference ontology material, but how to generate it. 

Here the following considerations will be in play: 

· It is possible to generate OWL ontology material as a direct representation of the FIBO ontology.

· People should be aware that this is not suitable for use as an "Operational Ontology", since FIBO is not designed to be a decidable sub-set of the concepts and axioms of the problem domain

· We should resist any push-back from OWL modelers to try to make the FIBO business (conceptual) ontology conform to the requirements for semantic web applications - it is primarily and intentionally a conceptual model of the business, not a basis for one specific application (different OWL application ontologies may reasonably be expected to want to take different cross sections of the ontology content, depending on what processing is required). 

· It is desirable to be able to create "Operational Ontologies" in OWL from the FIBO content

On this second point, it has become clear from proof of concept projects, that whatever is needed for any given semantic technology application will be a sub-set of the terms in the business conceptual model. This is to be expected since any design to address a given technical problem, will necessarily be subject to design constraints, in exactly the same way as any business conceptual model will not. 

There are then some choices in the derivation of operational ontologies from the FIBO content:

· Generate these directly from the FIBO content (the ODM model, hosted in Adaptive but also available as UML XMI or expressed as UML models in Enterprise Architect, MagicDraw and others)
· Derive these by transformation of an OWL representation of the FIBO model or a package thereof

· Produce these by hand, by inspection of the FIBO model or diagrams

Hand generation is really only practical for proof of concept projects and should not be considered an operational solution. 

Transformation of operational ontologies can be done by anyone with access to a faithful OWL representation of the FIBO content, and therefore need not concern us in the definition of FIBO as a standard, if we assume that faithful OWL models are also a deliverable (as seems to be the consensus)

Generation of OWL models directly from the FIBO UML content (whether from the Adaptive repository, from a UML model via XMI, or from the UML model via the relevant UML editing tool's API) would appear to be the best way to derive operational ontologies. 

To achieve this, it would be helpful to have some appropriate metadata that would enable or assist in the production of OWL model content that is a cross section of the FIBO model or of a given package within the FIBO model. 

Recall that in Workstream 2 we are looking at a set of additional metadata which is not currently in the model but which we have anticipated for some time that we will need. See Worksheet 3 of the Workstream 2 "Constructs Mapping" spreadsheet. 

This includes metadata to identify what we have called "Classification Facets", as well as less clearly defined "Context" metadata (basically as many different kinds of contextual identification as we can come up with, including business areas, different application focus and so on). 

Recall also that we identified three possible scenarios in which this kind of metadata would be needed:

1. For extraction of diagrams for human consumption (showing sub-sets of the model for given instruments, for different business areas such as front versus back office, and so on)

2. For extraction of single-taxonomy logical data models (see the Mortgage Backed Securities proof of concept project, which defined a "Semantic Data Model" to this end)

3. For extraction of sub-sets of the model in OWL. 

So here we are looking at (3). 

Perhaps from what have learnt today, we can refine what exactly are the required metadata terms for extraction of OWL operational ontologies. 

Perhaps also, there is more than one kind of metadata required for this. We had previously assumed (during WS2 conversations) that we would be talking about what sort of metadata would be required to extract different sub-sets of OWL, such as OWL-DL - though it is by no means clear if this is possible. It now seems likely that in addition to wanting to extract decidable sub-sets of the model content in OWL, we may now also want to extract:
· Sub-sets of the model which contain only the material relevant to a given application

· The Derivatives (IR Swaps) proof of concept gives some good examples of this;

· Sub-sets of the model which extract the content into different "layers", to be used as separate OWL files within one semantic technology application

· Taxonomy and definitions

· Axioms

· Perhaps other aspects separate again

· And of course those applications will have Individuals in yet another OWL ontology file; however these won't have been extracted from the FIBO model since this does not do individuals. 

It seems likely that the sort of sub-setting needed for the first bullet above is very like the sub-setting required to derive single-inheritance taxonomy based logical data models, that is use case (2) above. Perhaps the same metadata can be used for both purposes. 

This is all to be investigated in a separate section. This does not fall under the Shared Semantics agenda, and is to be tackled under Workstream 2 (Technical Model Framework). 

1.1.4 UML considerations
Note that as a general rule, it has been our intention to model only OWL constructs, and from the outset all modeling has assumed that UML concepts which have no equivalent in OWL should be considered as being for model management and presentation purposes, and are not intended to be retained in OWL renditions of this model. However, there is a question as to whether, when OWL material is re-exported into a UML tool for the purposes of changing or adding material, it would be desirable to keep this sort of information. That would be a bonus, not a requirement. Here we are talking about things like the nesting of packages, a concept which has no equivalent in OWL. 
The following questions came up, in relation to the fact that we have used a UML modeling tool to model OWL concepts: 

· What is the role of packages?
· Packages in UML when nested within one package, are contained only within that one Package and therefore are not contained within some other UML Package

· Does this have any meaning even in UML itself, i.e. is there some "ownership" of that package by that other package?

The answer to that last question is no. Any material in any package is treated the same by any other package, regardless of its position. Concepts such as ownership are rendered directly between classes using Aggregation and Composition relationships, and are not covered in the Package nesting relationships in the model structure. 

Similarly, attributes of a class may be declared as "Public", "Private" etc., but while private attributes are not inherited by sub-classes of a class (i.e. via the UML Generalization relationship), this is unaffected by the packaging structure and disposition. 

Also, it was noted, in standard work all attributes and associations should be defined as "Public" as a matter of course. We confirmed that this is the case in the current Semantics Repository, and this has been applied completely and consistently from the outset. 

Conclusion: Therefore the positioning, nesting and structure of packages in the EA UML model is as transparent to UML modeling as it is intended to be to OWL models. We may ignore it. 
Since we may ignore it, we may also choose to dispose the packages in the model in whatever way makes the most logical sense in managing the model content. 

One place where packaging (at least in EA) has an effect is in the generation of reports. If you do a report on a package, that report has sub-headings for each of the sub-packages, all the way down. 

In practice however, whenever we have done reports for the existing Semantics Repository website, such reports are generated once but separated into separate Excel spreadsheets per UML Package. This is because the sections on the website follow the package structure, i.e. each package is treated as a discrete entity, but these are arranged thematically in both the website and the EA model repository, in mostly the same structure. The only difference is that the website does not recognize the concept of a "Root" package, so the content of any root package (e.g. "Debt") is rendered as a separate section alongside all the sub packages. 
This is the sort of thing that needs to be reviewed when we set up the Adaptive hosting structure. 

Overall then, there is no reason for any of our choices of arrangement of the content, to have any effect on any OWL rendition of the content. 

1.1.4 Global Terms Package Arrangement
Meanwhile the question of how we choose to arrange our packages in the FIBO model "Global terms" section remains an open one. Mike populated the Address and Geo sections of the model with some packaging structure as a straw man, to move this Shared Semantics agenda forward and to see if the arrangement used was the one to follow or not. 

In the end we did not directly discuss this. It may have appeared that what was done this week as a test, was somehow a predetermined arrangement; it was not. 

The choices that exist, and that we still have to choose between, are:

· Arrange the ontology packages hierarchically e.g.

· With a subject package such as "Geo" at the top and the external ontologies for that subject within that; or

· With a separate package containing external ontologies, and the Global Terms section containing only the grammar and imports;

· Have a flat structure, more like a directory of individual OWL files might look.

Now that we have established that the packaging of content has no material effect on model content either in OWL or in UML, it should be clear that the more user friendly approach of combining packages in some meaningful way, can be indulged without unwanted technical consequences. It remains only for us to decide what way of arranging these is the most user friendly. 

Completely separately from the arrangement of packages, is the relationships of "OWL Imports" between packages. As agreed last week, these shall all be explicitly stated. 

1.1.5 A Possible UML Problem

Given that it would be desirable to have ontologies in which the concepts and definitions are maintained separately from the axioms; 

And given that some external ontologies may well follow this approach; 

We have a problem: 

UML does not allow one to separate relationships from classes. This includes the Generalization relationship. A Generalization relationship in UML is owned by the sub-class (that is, the relationship has the semantics of "this class is a sub-class of that class" or "that class is a generalization of this class"). 
So it may be possible to separate out axioms from classes, perhaps. 

However it is not possible to have a single package, representing a single OWL ontology, with only the concepts and none of the structure. The taxonomy inevitably forms part of the content of that package. 
Also worth noting that relationships (even if bi-directional in their diagram rendition) are always drawn from one element to another, and are owned by the element they were drawn from. So strictly speaking, even if the classes which are at the "far" end of a given association are in a different package, they are still part of the model package which contains the originating class or element. 

Also, Datatype Properties are rendered using the UML base class of "Attribute". While ODM allows for several base classes, this is the one agreed upon and used in FIBO. It is not possible in UML to have a class in one Package and its Attributes in another. 

Therefore some of what some OWL researchers are looking to do in terms of the separation of subject matter into separate OWL ontology files, cannot be one in this ODM implementation. 

The only way around this would be to somehow label the namespaces of each OWL Class, each Object Property and each Datatype Property with their own namespaces. 

However, in EA at least, Attributes can't be given metadata in the form of UML tagged values, as far as I can see.

These issues will need to be addressed if we either: 

· Need to faithfully represent some external ontology set in which one set of business concepts is maintained by one authority, using separate OWL files and namespaces; or

· Wish to try to export FIBO industry model content in "layered" ontologies as per these research ideas.

In the simple world in which we currently live without this research, none of this is a problem. One to monitor. 
2. Decisions and Recommendations
2.1 Ontology Layering
· Develop a methodology for handling of external ontology material where these are not already layered (do not already have the taxonomy and definitions in a separate layer)

· A future WS3 session

· Develop a methodology for extraction of FIBO industry content into operational OWL ontologies, and identify the metadata needed for this

· This is a future WS2 Technical Model Framework session, and does not come under this workstream

· Feed these requirements into the WS2 "Additional Metadata" workings

2.2 Packages in OWL Exports
To be ignored. These were intended to be transparent to OWL from the outset, and are also transparent to UML for all except reporting purposes. 
3. Actions

None. This was mainly a learning session. 
Detailed Notes
Imports and Packages
Diagram Note:

Questions on imports 

There is no Package Inclusion equivalent in the OWL syntax - there is only owlImports i.e. there is no concept of an included ontology. 

 - what is the meaning of an included sub package in terms of the OWL translation. 

Possible alternative structures:

 - flat structure

 - import graph explicitly states who are users of e.g. the UN-FAO Country Ontology. 

In UML, sub package implies some containment. This is exclusive containment, so that the package is not shareable. 

Comment: 

Packaging structure in UML is a namespace arrangement. You can reuse the package ie. things in another package can still refer to things in the other package. It has not more significance semantically than namespaces do in W3C.

Public v Private elements in UML. We have everything Public. This is as it should be in a standard.
Discussion:
There was some uncertainty as to what is the exact role of the Package structure in UML, and this led to the perception that these package hierarchies may have been intended to have some equivalence in generated OWL models (this is really a question for generation of OWL from the FIBO industry model content, and not for the Shared Semantics questions). 

Confirmed that:

· Packages and their disposition relative to one another were always intended to be ignored in any OWL rendition of the model

· They also have a limited role in UML - they do not impinge on the model content but are used in reporting and model management. 

Also in this note we touched upon the question about what arrangements of packages were possible, and what was the best arrangement to choose. 

Semantic Integration and Ontology Layering - some new ideas

Diagram Note:

A distinction to draw:

In addition to packaging, you have the question of "semantic integration". 

In SBVR there are 2 things:

1. Includes (convenience containers to group model elements);

 - always within one body of shared meanings

 - no assumption of semantic equivalence - must be explicit as a body of shared meanings;

 - the same class may be in several containers

 - containers may be included in each other - very namespace related

2. 

Meanwhile in OWL, an ontology is meant as one body of concepts. 

What is the concern?

Manipulating OWL ontology file containers (what are those?)

Jim's virtual ontologies in 2 parts:

1. Declaration of class names, OP and DP names, no axioms

2. (imports (1)) contains the semantics i.e. the axioms

Can't be done in EA.

As soon as axioms are introduced, it's difficult to control the placement of those model elements within packages. 

If we are to generate OWL or SBVR from this UML tool, it will constrain in terms of placement. Unless we introduce this kind of separation. 

Questions about this:

Should we put a custom attribute on this?

Should we have ontologies in two parts as above in the first place?

 - this is an ongoing research issue. 

 - if you try to include all the terms in another ontology you get inconsistencies as it includes facts, possibly from different points of view, mutually antagonistic theories and so on.

 - this has been approached by generating ontology packages that represent particular points of view on a given body of knowledge

Note that in exporting our stuff we may want to export sub-sets based on context, see metadata conversations

Comments

Make a flat dictionary of the concept, and then have the alternative classification schemes layered on top of that. 

Example: drinks that are defined as alcoholic beverages differently in different jurisdictions. 

OWL makes it possible to separate the assertions.

Limitation in UML (not OWL). Subclass relationship owned by one class in the relationship, and you can't detach it. So the generalization relationship is owned by the sub-class and can't be separated from the classes in the model. 

If we want to flag the relationships and categorize them (Classification Facet)

External Ontologies - won't all be done in the way described above. There is advantage in separating them. This may be the answer to that. 

The approach described is often used, e.g. having things in different files and maintaining the separation of concerns. 

Discussion:
See Section 1 for detailed treatment of these issues. 

Basically the idea here is that it is (a) desirable and (b) we might come across it, that ontology material from one source is maintained in several separate OWL files (and therefore separate namespaces) to separate concepts from axioms. This may also be useful to us in our treatment of external ontologies. 
Applicability of These Issues

Diagram Note:

So we have 3 scenarios:

1. how we model our own stuff and export to OWL

2. how we deal with external ontologies - some will be this way and some won't

3. how we deal with the relationship between term in an external ontology, and our own archetypes, our own use of the content and so on. 

May use shadow ontologies.

Do not limit an ontology to 2 components. May have several. 

The semantics of an ontology are about relationships between terms in the ontology, and to things in another ontology. 

To the extent to which we are interested in the relationships - would have to decide on a case by case basis. May establish a view. Standards community in OWL has not reached a consensus on what that would mean. Would need some sort of filter allowing you to say what types of axioms (range, domain class names) on types of OPs that you want to include. 
Discussion:
For a while it was not clear how if at all this applied to the Shared Semantics agenda or to what we were trying to complete today. On further discussion, it was clear that the new idea of layering ontologies (which others also attested to having seen or done) was applicable to how we might want to export OWL material (a question for another day), but might also be reflected in a minority of the external ontologies we might want to look at. These considerations could also be adapted to make a possible solution to how we reference material in those external ontologies where we only want some axioms, or where we want none of the axioms but only the concepts and definitions. 

Editor note: On looking at the material we have for the UN-FAO Ontology, this turns out to be exactly what we did already - so it may make a good basis for a Shared Semantics / Namespace methodology.  

Note also the reference to needing "some sort of filter". This is what was intended in the Technical Model Framework "worksheet 3" metadata discussions, i.e. what metadata might be needed to be able to extract subsets of the model for a number of purposes, including diagrams, reports, logical data models and operational ontologies. 

So where does this Layering idea take us?
Diagram Note:

This is an ongoing research agenda. 

We can contribute some of our experience here. 

UML allows multiple classifications (see Generalization Set). Does OWL have this? 

OWL can declare something as a union of multiple

Can you make a Union Class a union of two separate kinds of thing e.g. a book is a union of chapters and preamble, and a union of paper and cardboard. 

This can be done using restriction classes. 

OWL2 lets you do 2 of the 4 types of set in UML Gen Sets. 

We could add whether covering or not. Can do the rest via metadata.
Discussion:
This was a question and answer conversation about how we might deal with multiple inheritance and classification in the OWL model. However I should mention that we did not use the unions-based workaround described above. OWL itself allows for multiple inheritance and we have made extensive use of that. Since this is a valid OWL construct, there is no good reason to make the extensive changes to the FIBO content that would be necessitated by the above. 

Meanwhile, noted that some of the things are in the UML Generalization Set notation are now available in OWL2. In the existing OWL1 ODM we already made use of the UML "Covering Generalization Set" as the basis for OWL Unions, and this has been deployed extensively in the existing model. Unlike the then draft ODM, which called for not using a stereotype (because the semantics are the same in the OWL construct as in the UML), we did give this a stereotype. Note that ODM 1 uses stereotypes for all OWL constructs, just like we did. 
Another feature of the UML Generalization Set, besides Covering, is Disjoint. This is not the same as OWL Disjoint - the latter is a relationship between two classes, whereas the former (the UML) is a property of a set of Generalization relationships. If this is now available in OWL 2 as a new construct, that's great. Hopefully we can use the directly equivalent UML constructs as the base class for this. 
Ontology Modularity Rationale

Diagram Note:

RDF/OWL Ontology modularity. 

Usually create these separately for OWL file management. 
Discussion:
This is why this is done. 

For our purposes, we should really be looking to the Adaptive hosting solution for all aspects of file management, content management, reporting and so on. However we should allow for: 
· Folks who want to be able to export OWL content in some layered way; 

· Ontologies that we wish to reference as standard terms in the Shared Semantics exercise, which are structured in this way already. 
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