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Preface
This specification describes a AMP profile and metamodel for the design of services within a service-oriented architecture. The metamodel is based on the UML 2.0 metamodel L2 and provides minimal extensions to UML, only where absolutely necessary to accomplish the goals and requirements of service modeling. The specification takes advantage of the package merge feature of UML 2.0 to merge the extensions into UML. The profile provides a UML specific version of the metamodel that can be incorporated into standard UML modeling tools.

The goals of the profile and metamodel are to support the modeling and design of agents and agent-based systems and to fit into an overall model-driven development approach. Of course, there are many ways to approach the problems of service design. Should it be taken from the perspective of a service consumer who requests that a service be built? Should it be taken from the perspective of a service provider that advertises a service to those who are interested and qualified to use it? Or, should it be taken from the perspective of a system design that describes how consumers and providers will interact to achieve overall objectives? Rather than presume any particular method, the profile and metamodel accommodate all of these different perspectives in a consistent and cohesive approach to describing consumer requirements, providers offerings and the interaction and agreements between them.

The profile supports the range of modeling requirements for service-oriented architectures, including the specification of systems of services, the specification of individual service interfaces, and the specification of service implementations. This is done in such a way as to support the automatic generation of derived artifacts following an MDA based approach. Use of the profile is illustrated with a complete example.

Intended Audience

This document is intended for architects, analysts and designers who will be specifying solutions that employ agents and an agent-based approach. It assumes some knowledge of UML 2.0.

About the Object Management Community

Founded in 1989, the Object Management Community, Inc. (OMG) is an open membership, not-for-profit computer industry standards consortium that produces and maintains computer industry specifications for interoperable, portable and reusable enterprise applications in distributed, heterogeneous environments. Membership includes Information Technology vendors, end users, government agencies, and academia. 

OMG member companies write, adopt, and maintain its specifications following a mature, open process. OMG's specifications implement the Model Driven Architecture® (MDA®), maximizing ROI through a full-lifecycle approach to enterprise integration that covers multiple operating systems, programming languages, middleware and networking infrastructures, and software development environments. OMG's specifications include: UML® (Unified Modeling Language™); CORBA® (Common Object Request Broker Architecture); CWM™ (Common Warehouse Metamodel); and industry-specific standards for dozens of vertical markets.

More information on the OMG is available at http://www.omg.org/.

OMG Specifications

As noted, OMG specifications address middleware, modeling, and vertical domain frameworks. A catalog of all OMG Specifications Catalog is available from the OMG website at:

http://www.omg.org/technology/documents/spec_catalog.htm
Specifications within the Catalog are organized by the following categories:

OMG Modeling Specifications

· UML

· MOF

· XMI

· CWM

· Profile specifications.

OMG Middleware Specifications

· CORBA/IIOP

· IDL/Language Mappings

· Specialized CORBA specifications

· CORBA Component Model (CCM).

Platform Specific Model and Interface Specifications

· CORBAservices

· CORBAfacilities

· OMG Domain specifications

· OMG Embedded Intelligence specifications

· OMG Security specifications.

Modernization Specifications • 

· KDM 

Platform Independent Model (PIM), Platform Specific Model (PSM) and Interface Specifications 
· CORBAservices Specifications 

· CORBAfacilities Specifications 

· OMG Domain Specifications 

· OMG Embedded Intelligence Specifications 

· OMG Security Specifications 

All of OMG’s formal specifications may be downloaded without charge from our website. (Products implementing OMG specifications are available from individual suppliers.) Copies of specifications, available in PostScript and PDF format, may be obtained from the Specifications Catalog cited above or by contacting the Object Management Community, Inc. at:

OMG Headquarters

250 First Avenue

Suite 100

Needham, MA 02494

USA

Tel: +1-781-444-0404

Fax: +1-781-444-0320

Email: pubs@omg.org
Certain OMG specifications are also available as ISO standards. Please consult http://www.iso.org

Typographical Conventions

The type styles shown below are used in this document to distinguish programming statements from ordinary English. However, these conventions are not used in tables or section headings where no distinction is necessary.

Times/Times New Roman - 10 pt.:  Standard body text

Helvetica/Arial - 10 pt. Bold: SOA-Pro metaclasses, stereotypes and other syntax elements.

Courier - 10 pt. Bold:  Programming language elements.

Helvetica/Arial - 10 pt: Exceptions

Note –  Terms that appear in italics are defined in the glossary. Italic text also represents the name of a document, specification, or other publication.

Issues

The reader is encouraged to report any technical or editing issues/problems with this specification to http://www.omg.org/ technology/agreement.htm.

General Information
1 Scope

Centralizing a corporation was once considered an efficient way to run an enterprise.  Decisions and information processing occurred in an orderly, top-down, hierarchical manner.  However, it is now clear that this type of system only works in a reasonably stable market.  Globalization and changes in technology are causing today’s market to be in a state of constant flux.  Companies that cannot adapt fast enough to thrive in new markets will be left behind.  

In response, many companies are now building agent-based systems.  These systems employ agents that can distribute functionality across a vast computing network.  Furthermore, agents can not only adapt to their environment but can evolve by learning from their environment.  In short, they are the ultimate in distributed computing.  Such an approach prepares enterprises for an increasingly complex marketplace and enables them to respond rapidly to change.  

Agents and agent-based technology are an evolution, not a revolution.  They are being built from today's technology and will work together with today's technology.  Agents, objects, relational databases, legacy systems, imbedded systems, and so on have their own individual niches.  Together, however, they can orchestrate rich systems that none of these technologies could provide alone.  

This specification defines Agent Metamodel and Profile (AMP).  The objective of AMP is to provide a metamodel and profile for extending UML with core capabilities to enable agents and agent-based software.  At a minimum, these core capabilities include the notions of agent, role, and community—and the structural and behavioral patterns defined by such constructs.  Given these capabilities, this submission attempts to:

· Clarify semantics concerned with modeling agents.

· Establish Agent modeling best practices utilizing OMG technologies. 

· Develop a MOF-compliant agent metamodel to be used either standalone or via extending the existing UML metamodel with agent modeling capabilities.

· Enable agent model interchange between tools via XMI. 

· Optionally facilitate modeling of Peer-to-Peer, Grid and Cloud computing, and other technologies in terms of a collection of Agents.

The primary goals that this submission fulfills are to provide a foundation to enable the use of agent technology that can: 

· Model agents and agent-enabled constructs that can aid in the design of agent-based systems and emphasize how they will interact and collaborate.

· Be used in conjunction with existing and upcoming OMG technologies, such as: UML, the UML Profile and Metamodel for Services (UPMS) and the Event Metamodel and Profile (EMP).

· Be completed in a timely manner (approximately one year).  Multiple follow-on agent-related RFPs can be planned and issued over time.  Here, each RFP needs to be tangible and deliverable in a timely manner and carefully coordinated with the other agent-related RFPs

This submission, then, is expected to be the first in a series of agent-related submission.  As such, it seeks to address those basic foundational elements of agent technology that are both commonly used and can be defined in a reasonable amount of time.

2 Compliance

Compliance with AMP requires that the subset of UML and SoaML required for AMP is implemented, and the extensions to the UML and SoaML subset required for AMP are implemented as described in this submission. In order to fully comply with AMP, a tool must implement both the concrete syntax (notation) and abstract syntax (metamodel) for the required UML subset, SoaML subset, and the AMP extensions. Tools may implement AMP using either the profile or by extending UML and SoaML using package merge and the AMP metamodel. In any case, tools are expected to be able to interchange XMI for both the UML profile and the metamodel extensions for the supported compliance level.

Tools that implement the profile may conform to the compliance levels described here by including only those stereotypes that correspond to the meta-classes defined in the compliance level.

2.1 Concept Units 
The modeling concepts of AMP are grouped into concept units. A concept unit consists of a collection of tightly-coupled modeling concepts that provide users with the power to represent aspects of the agent-related functionality system under study according to a particular paradigm or formalism. For example, the Agent Interaction concept unit enables modelers to specify that inter-agent communication must be set up according to formal protocols

2.2 Compliance Levels for AMP 

The stratification of concept units is used as the foundation for defining compliance in AMP. Namely, the set of modeling concepts of AMP is partitioned into horizontal layers of increasing capability called compliance levels. Compliance levels cut across the various concept units, although some concept units are only present in the upper levels. As their name suggests, each compliance level is a distinct compliance point. The following levels elaborate the definition of compliance for AMP. 

3 Normative References

The following normative documents contain provisions which, through reference in this text, constitute provisions of this specification. Refer to the OMG site for subsequent amendments to, or revisions of, any of these publications.

· UML Profile and Metamodel for Services RFP OMG document number soa/06-09-09

· UML v2.1.2 Superstructure Specification  OMG document number formal/07-11-02 

· UML v2.1.2 Infrastructure Specification  OMG document number formal/07-11-04 

· MOF v2.0 Specification  OMG document number formal/06-01-01 

· MOF 2.0/XMI Mapping v2.1.1 Specification  OMG document number formal/07-12-01

· UML Profile for Modeling QoS and Fault Tolerence v1.1 Specification  OMG document number formal/08-04-05 

· Business Process Definition Metamodel v1.0 Beta 1 Specification OMG document number dtc/07-07-01

· Business Motivation Model v1.0 Specification  OMG document number formal/08-08-02

· Ontology Definition Metamodel v1.0 Specification  OMG document number formal/2009-05-01 
4 Terms and Definition

The terms, acronyms, and definitions are referred to in this specification and are provided in Annexes B and C.

5 Symbols

There are no symbols defined for this specification.

6 Additional Information

6.1 Changes to Other Standards

Currently, no changes to other standards is required.`

6.2 How to Read this Document

This specification is intended to be read by systems engineers so that they may learn and apply AMP, and by modeling tool vendors so that they may implement and support AMP.  

As background for this specification, readers are encouraged to first have some general background on agent-based concepts and on UML. To get a basic idea of what and agent is, see Annex A: What is an Agent?  For an explanatory introduction to the core agent meta model, see the AgentUML (AUML) Core Concept Overview.

The rest of this document contains the technical content of this specification. Although the chapters are organized in a logical manner and can be read sequentially, this is a reference specification that is intended to be read in a non-sequential manner. Consequently, extensive cross-references are provided to facilitate browsing and search.

The concepts of UML are organized into four major parts:

· AMP Specification Introduction
· Mandatory AMP Specification 
· Optional AMP Specification 

· Other AMP Considerations

· Annexes 

6.3 Standards Bodies Involved 

There are currently a number of standards bodies and other initiatives involved with defining domain-independent Agent-related models and representations: 

· OMG - represented by the Business Modeling Integration community and developers of the RFP to which this proposal responds. 

· IEEE FIPA – http://www.fipa.org 
· OASIS - http://www.ruleml.org/ - a family of related rule markup initiatives, with specific focus on W3C and the Semantic Web4 
The AMP submission is developed in collaboration with these bodies, with the goal that other standards in this area should be related for maximum standard interoperability and minimal vendor and user cost. 

6.4 Proof of Concept

(TBD – tools, simulations, research, commercial availability to validate portions of this specification.)
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AMP Specification Introduction
7 AgentUML (AUML) Core Concept Overview

In general, agents can be software agents, hardware agents, firmware agents, robotic agents, human agents, and so on. While software developers naturally think of IT systems as being constructed of only software agents, a combination of agent mechanisms might in fact be used from shop-floor manufacturing to warfare systems. 
 

These properties are mainly covered by a set of core aspects each focusing on different viewpoints of an agent system.  Depending on the viewpoint of an agent system, various aspects are prominent. These aspects can be specified within the AMP metamodel

· Agent aspect – describes single autonomous entities and the capabilities each can possess in order to solve tasks within an agent system. In AMP, the stereotype Agent describes a set of agent instances that provides particular service capabilities.

· Collaboration aspect – describes how single autonomous entities collaborate within the multiagent system (MAS) and how complex organizational structures can be defined.  Collaboration can involve situations such as cooperation and competition. 

· Role aspect – covers feasible specializations and how they could be related to each role type. The concept of a role is especially used in the context of agent service contracts and interactions. Like in agent systems, the role indicates which responsibilities an actor has to take on.

· Interaction aspect – describes how the interactions between autonomous entities or communities /organizations take place. Each interaction specification includes both the actors involved and the order in which messages are exchanged between these actors in a protocol-like manner.  

· Behavioral aspect – describes how plans are composed from complex control structures and simple atomic tasks such as sending a message and specifying information flows between those constructs. 

· Organization/Community aspect – Agents can form social units called communities. A community can be formed to take advantage of the synergies of its members, resulting in an entity that enables products and processes that are not possible from any single individual.

7.1 Agents and Agent classes

An agent is an autonomous, interactive entity.  Agents, then, have the following three important properties.  They are: 

· Autonomous - is capable acting without direct external intervention. Agents have some degree of control over their internal state and can act based on their own experiences. They can also possess their own set of internal responsibilities and processing that enable them to act without any external choreography. As such, they can act in reactive and proactive ways. When an agent acts on behalf of (or as a proxy for) some person or thing, its autonomy is expected to embody the goals and policies of the entity that it represents.  In UML terms, agents can have classifier behavior that governs the lifecycle of the agent.

· Interactive - communicates with the environment and other agents. Agents are interactive entities because they are capable of exchanging rich forms of messages with other entities in their environment. These messages can support requests for services and other kinds of resources, as well as event detection and notification. They can be synchronous or asynchronous in nature. The interaction can also be conversational in nature, such as negotiating contracts, marketplace-style bidding, or simply making a query. In the Woodridge-Jennings definition of agency, this property is referred to as social ability. 

· Adaptive - capable of responding to other agents and/or its environment. Agents can react to messages and events and then respond in a timely and appropriate manner. Agents can be designed to make difficult decisions and even modify their behavior based on their experiences. They can learn and evolve. In the Woodridge-Jennings definition of agency, this property is referred to as reactivity and proactivity. 

An agents foundational features are defined by an Agent Class.  For example in Figure 1, below, depicts individual agents (e.g., Agent1 or “Bob”, Agent2 or “Betty” are Person agents; Agent3 is a neural network Manager agent called NN237, and Agent4 is a black-box Stock Trader processor called BB32).  

An agent class is a classification of agents.  In particular, each agent class provides the main foundational features, constraint, and semantics in common for a given set of associated agent individuals.  The primary purpose of the agent class is to specify what a particular kind of agent will be—independent of its roles.  While roles can change over the lifetime of an individual agent , its agent class does not.   The purpose for this is to specify an immutable and defined structure.  For example, the agent class Person would define an entity with certain structural and behavioral characteristics, which are independent of the roles played.  
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Figure 1 – Agents as instances of Agent Classes

Three common approaches to defining agent classes exist:

· For software engineering,modeling Agents as instance of Agent Classes is useful because it can enable an MDA approach to creating the agents.  For instance, a Cougaar Agent class would create agents that embodied the features that are associated with Cougaar Software agents.  Similarly with other platforms, you could have JADE agents, JACK agents, Cybele agents, and so on.  Although each produces agents, they agents will have different features for communication, internal processing, and so on.

· Agent classes are also used to specialize agents for application purposes.  Instead of having generic agents, a Stock Trader or Manager Agent may be the “foundational” form.  While Stock Trader and Manager can also be thought of as roles, agent designers are free to specialize their agents for any purpose.  The disadvantage is that a Manager will always be a manager.  If dynamic flexibility is not a design concern, then pre-defined role-based agents can be useful because they can be created and used immediately.  If dynamic flexibility is a design concern, a more generic agent class can be defined and role association can be adopted (described further, below).

· A hybrid approach can also be employed so that the agent designer can specify Cougaar Manager or JADE Stock Traders.  This approach is quite common, because it enables the MDA approach for creating agents from known agent software platforms and specializes the “role” for immediate deployment.

7.2 Agents and Roles

The notion of role is fundamentally a thespian concept, and attention to how it functions in the theater can reinforce our intuitions and provide useful metaphors for application to multiagent systems (MAS).

As humans, we find the perspective and language of the theater a useful analogy for describing and understanding many of the same complex aspects of individual behavior.  The role perspective consists of those factors presumed to be influential in governing human behavior.  Since we commonly employ this device in real life for conceptualizing human behavior, it may also serve as a useful device for other kinds of individuals in a MAS—be they life forms, active software constructs, or hardware devices.  

In the theater, an individual assigned to play a part, or role. In a MAS, an actor is an agent.  Roles define normative repertoires of behavior and other features for agents.  They provide both major building blocks for agent social systems and the requirements by which agents interact.  Each agent is linked to other agents by the roles it plays by virtue of the system’s functional requirements—which are based on the expectations that the system has of the agent. 
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Figure 2 – Individual agents have multiple ways for classification.  Role classes provide multiple and changeable roles during the lifetime of an agent; agent classes are permanent classifications.

As depicted in Figure 2, agents can be associated with more than one role class at the same point in time (multiple classification) and can change roles over time (dynamic classification).  For example, Betty (Agent2) is a Person.  Yet, dynamically, she has acquired the features to play multiple roles: Buyer and Seller.  (Note she has two Buyer roles because she is a buyer for two different companies.)  Later, she can take on additional roles or lose her current roles.  The ability to acquire or dispose of roles is based on system requirements.  For example, she could have been assigned or designated to play these roles by another agent with the ability to maintain roles.  Or, she could have acquired the roles based on need, desire, or attained proficiency.  In other words, role modification in the agent world can mirror the same approaches employed in the real world.

7.2.1 Role class and role assignment

A role class define a normative repertoire of behavior and other features that may be played by agents.  In short, it is a social position that may be played by an agent; whereas the agent class specifies the physical definition of an agent.  This figure depicts instances of role class (e.g., Broker, Buyer, Trust Manager, Buyer, …) and their general social relationship with agents – which also have the permanent foundational classifications via the agent class.  

Each role class is a class, or kind, of role that may be played.  As a class, then, it specifies features, constraints, and semantics in common for a given set of associated agent individuals.  For example, the Seller is a role class that would contains methods such as Request Bid Proposal (from a seller), Decline Seller Proposal, Buy Goods or Service, and so on. It also has attributes, such as Maximum Authorized Purchase and Buyer ID.  

In contrast, a role assignment is an instance of a role class.  Here, each role will have values, processes, and policy specifications associated with each feature.  For example in Figure 3, the role class of Buyer assigned to the Person Betty could have a Buyer ID of #9927, Maximum Authorized Purchase is $5,000, and plays role within the Think Box Corp, and so on.  Since Better is a Buyer for Technika, as well, she has different role assignment values where her Buyer ID of #63661, Maximum Authorized Purchase is $22,000, etc.

[image: image8.png]Bob : Person

:Seller

Betty: Person

:Seller

:Buyer

:Buyer

\

Murksline :Company

Technika :School

ThinkBoxCorp :

Company





Figure 3 – A way of graphically representing multiple role assignments for an agent.

In Figure 2, the assignment of roles is depicted using an association.  Here, Betty has three associates to two different Role Classes.  Bob has an association to the same class as Betty.  Role Assignments, as illustrated in Figure 3, clarify the actual role assignment to an agent by:

· Providing a separately entity to record the data for each role assignment.

· Enabling multiple role assignments for the same kind, by ensuring that each role assignment has its own unique existence and identification.

· Differentiating those apparently “identical” role assignments (e.g. Betty’s two Buyer role assignments by distinguishing their context (e.g., Technika and ThinkBox organizations).
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Figure 4 – An agent and its roles are treated—together—as the same entity.  

Figure 4 expands and clarifies the initial depiction in Figure 2 by inserting the role assignment between the Role Class and Agent.  (While this could have been accomplished by associating a class with the association, a standard class with two associations was chosen for clarity.)  

7.2.2 Agent and role assignments – and the “same as” association

Agents and Role Assignments are technically different set of objects.  Conceptually, however, the agent and the roles assignments that it plays can be thought of as occurring within the same entity.  For example, the Person Bob and the Seller role that he plays are not two separate things.  Bob plays the role and the role is played by Bob.  We do not think of the part that is playing Bob’s role as not being Bob.  Bob is taking the responsibility for playing the role assignment, as well as seen as being held responsible for how he plays his role.  As such, the agent and it role assignments are related using a “same as” association.  In Owl, the Same as association treats the linked entitled as the same entity.  In other words, Bob the Person and Bob playing the Seller position #21 are the same entity.
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Figure 5 – Using Community to provide role context.  

7.2.3 Community and Community Class 

As a way to provide role context in the previous section, the role assignments are qualified by a community.  A community is an individual community that comprises a collection of agents that are related via their roles.  Each community can be treated as a composite structure—enabling a hierarchy of communities.  A community class is a metaclass class that defines the basic kinds of groups, or communities, that may be defined (e.g., Organizations, Institutions, Teams, Military, Manufacturing, Banking, and so on).

A useful property of community is that they are agents in their own right.  For example, Murks Inc is an agent because it is perceived as a legal entity that has its own autonomy and can interact with other agents.  Yes, the community can and does consist of other agents (which themselves can be communities).  However, from the outside world and the legal system, a community has its own rights, obligations, and prohibitions.  It can be sued and subpoenaed.  Due to these kinds of characteristics, communities are agents.  And when communities can consist of communities to any number of levels, a rich degree of scalability can be achieved.  If agents were only atomic-level entities, the social structure of the world as we now know it would not be possible.

7.3 DFKI Conference Example

The DFKI Conference Example is as follows.
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Figure 6 – DFKI Conference Example.  

Mandatory AMP Normative Specifications
8 AMP Profile Architecture

The profile architecture for the mandatory elements of the AMP specification is illustrated in the figures, below.   (More TBD here) 
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Figure 7 – Level 1 of the AMP profile architecture
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Figure 8 - AMP Core extensions; Level 2 of the AMP profile architecture

At this stage in the submission process, there are five core models under consideration.  These options are presented in the subsections below:

Option 1 – The initial metamodel considered by the group

Option 2 – A variant using UML InstanceSpecification instead of Individual

Option 3 – A variant using UML Property instead of Individual (Øystein Haugen)

Option 4 – A SMOF-based approach  (Manfred Koethe)

Option 5 – A variant using UML InstanceSpecification, Property, and Slot, and Class (Roger Burkhart)

These will be presented in the next five sections.

9 Agent Core – Option 1

9.1 Overview

This option reflects the initial metamodel considered by the group.  Since that time, much consideration has occurred regarding the foundational classes  (i.e. those that are extended for use by AMP) and whether they should be based on UML or a combination of other approaches.  In Option 1, Class is UML, but Individual is based on ODM and OWL.  While Class is well understood, Individual is not considered by any other name in UML.  In OWL and ODM, “Individuals represent actual objects from the domain being modeled.” In MOF, the Object class would be the closest equivalent.

9.2 Abstract Syntax
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Figure 9 – Abstract syntax for the Agent Core

The Agent Core package (Figure 9) contains the fundamental classes required for an agent-based system.  The descriptions of these classes is contain in the section 9.3, which follows.

9.3 Class descriptions

9.3.1 Agent

An Agent specifies the existence of an autonomous, interactive entity in a modeled agent-based system. An agent is also referred to as an “individual agent.”

Generalizations

· Individual
Description

An Agent is an autonomous, interactive entity.  Its foundational features are defined by an Agent Class, as well as any roles that it plays over time.

In general, agents can be software agents, hardware agents, firmware agents, robotic agents, human agents, and so on. While software developers naturally think of IT systems as being constructed of only software agents, a combination of agent mechanisms might in fact be used from shop-floor manufacturing to warfare systems. 
 

Attributes

· Attribute name

Attribute description TBD

Associations
· classifier : Agent Class

Specifies the Agent Class that immutably classifies a particular individual Agent.

· sameAs : Role Assignment

Declares that a particular Agent and all associated Role Assignments are to be treated as the same entity. (From OWL)
Constraints

[1] If an Agent Class is deleted, its classified Agents are also deleted.

Semantics

Agents generally should have the following three important properties: 

· Autonomous - is capable acting without direct external intervention. Agents have some degree of control over their internal state and can act based on their own experiences. They can also possess their own set of internal responsibilities and processing that enable them to act without any external choreography. As such, they can act in reactive and proactive ways. When an agent acts on behalf of (or as a proxy for) some person or thing, its autonomy is expected to embody the goals and policies of the entity that it represents.  In UML terms, agents can have classifier behavior that governs the lifecycle of the agent.

· Interactive - communicates with the environment and other agents. Agents are interactive entities because they are capable of exchanging rich forms of messages with other entities in their environment. These messages can support requests for services and other kinds of resources, as well as event detection and notification. They can be synchronous or asynchronous in nature. The interaction can also be conversational in nature, such as negotiating contracts, marketplace-style bidding, or simply making a query. In the Woodridge-Jennings definition of agency, this property is referred to as social ability. 

· Adaptive - capable of responding to other agents and/or its environment. Agents can react to messages and events and then respond in a timely and appropriate manner. Agents can be designed to make difficult decisions and even modify their behavior based on their experiences. They can learn and evolve. In the Woodridge-Jennings definition of agency, this property is referred to as reactivity and proactivity. 

The description may include:

· The Agent Class of which the agent is a classified instance.  The Agent Class specifies the primary foundational classifications for Agents.  As such, Agent Class specifies individual agent features such as data, behavior, policies, and semantics that characterize those agent instances. (See Figure 1)

· Specification of features of the agent defined by the individual roles that link to the agent (multiple and dynamic classification).  These, together with the features defined by it Agent Class, describe the agent. (See Figure 2)

· Specification of the communities in which the agent participates (via its roles).

· Specification of how to compute, derive, or construct the agent (optional).

Agent Individual is a concrete class.   

Notation

An Agent instance specification describes the agent. These details can be incomplete. The purpose of an individual agent specification is to show what is of interest about an agent in the modeled system. The agent conforms to the specification of each Agent Class of the agent, and has features with values indicated by each slot of the Agent Individual specification. 

An Agent specification can represent an agent at a point in time (a snapshot). Changes to the agent can be modeled using multiple instance specifications, one for each snapshot.

An Agent specification is depicted using the same notation as its classifier, but in place of the classifier name appears an underlined concatenation of the instance name (if any), a colon (‘:’) and the classifier name or names. If there are multiple classifiers, the names are all shown separated by commas. Classifier names can be omitted from a diagram.

Slots are shown using similar notation to that of the corresponding structural features. Where a feature would be shown textually in a compartment, a slot for that feature can be shown textually as a feature name followed by an equal sign (‘=’) and a value specification. Other properties of the feature, such as its type, can optionally be shown.  Figure 10 illustrates an example of slot notation.
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Figure 10 - Slots with values

An instance specification whose classifier is an association represents a link and is shown using the same notation as for an association, but the solid path or paths connect instance specifications rather than classifiers. It is not necessary to show an underlined name where it is clear from its connection to instance specifications that it represents a link and not an association. End names can adorn the ends. Navigation arrows can be shown but, if shown, they must agree with the navigation of the association ends.  Figure 11 illustrates an example of agent connection notation.
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Figure 11 - Instance specifications representing two individual agents connected by a link.

9.3.2 Agent Class

An Agent Class is a classification of agents.  In particular, each agent class provides the main foundational features, constraints, and semantics in common for a given set of associated Agent Individuals.  The primary purpose of the Agent Class is to specify the particular kind, or classification, an agent will be—independent of its roles.  While roles can change over the lifetime of an Agent Individual, its Agent Class does not. 

In SoaML, agents are a specialized form of Participant, providing and using services.

Generalizations

· Class
Description

An Agent Class a metaclass whose classes specify the primary foundational features required for an Agent Individual.

The primary foundational features required for an Agent Individual are defined by its classifying Agent Class.  While individual agents can be software agents, hardware agents, firmware agents, robotic agents, human agents, and so on, its Agent Class specifies the features required for the kind of individual—independently of any roles the Agent Individual plays.  As such, the Agent Class defines the physical features that an agent needs to exist, communicate, access its data and execute its operations, manage its roles, and so on.  In short, the Agent Class specifies the physical definition of an agent; whereas, the Role Class specified a social position played by an agent; 

For example, an Agent Class could provide general classifications of individual agents, such as Person, Robot, Ant, or Party; it could also be more specialized (and role like) such as: Broker, Sales Manager, or Stock Trader (Figure 1).  The agent classifier could also be chosen based on  design-time requirements, based on agent-based implementation platforms such as Cougaar Software or JACK software.  In this way, the basic platform specific features could be generated along with the business requirements (e.g., a Broker using Cougar as its implementation platform).

Attributes

· Attribute name

Attribute description

Associations
· agent : Agent

Specifies those Agents that are immutably classified by a particular Agent Class.

· permittedPlayedRoles : Role Class

Specifies those Role Classes that are permitted for an Agent Class to make available to its individual agents.  That is, it links to those kinds of roles that may be played by the agents of a particular Agent Class. If a role is not permitted for a given Agent Class, then its individuals may not play the role.

Constraints

[1] If an Agent Class is deleted, its classified Agents are also deleted.

Semantics

The purpose of an Agent Class is to specify the main foundational classifications for autonomous entities called Agents.  Such agents can adapt to and interact with their environment.  An Agent Class specifies individual agent features such as data, behavior, policies, and semantics that characterize those agent instances. 

For SoaML, Agent realize Participants with the ability to be active, participating components of a system.  They are specialized because they have their own thread of control or lifecycle.  Another way to think of agents is that they are “active participants” in an SOA system. Participants are Components whose capabilities and needs are static.  In contrast, Agents are Participants whose needs and capabilities may change over time.

In SoaML, Agent is a Participant (a subclass of Component). A Participant represents some concrete Component that provides and/or consumes services and is considered an active class (isActive=true).  However, SoaML restricts the Participant’s classifier behavior to that of a constructor, not something that is intended to be long-running, or represent an “active” lifecycle. This is typical of most Web Services implementations as reflected in WS-* and SCA. 

Agents possess the capability to have services and Requests and can have internal structure and ports.  They collaborate and interact with their environment. An Agent's classifierBehavior, if any, is treated as its life-cycle, or what defines its emergent or adaptive behavior.

Notation

An Agent can be designated using the Component or Class/Classifier notation including the «agent» keyword. Is can also represented by stick “agent” person icon with the name of the agent in the vicinity (usually above or below) the icon. (Figure 12)  Note: the stick icon is similar to the notation for UML actors, except that it has a wizard hat shaped as an elongated “A”. 
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Figure 12 - Agent notation.

9.3.3 Role Class

A Role Class is a Class that describes sets of normative features, or roles, that agents may possess or be empowered to play.  In short, it is a social position played by an agent; whereas the Agent Class specifies the physical definition of an agent.  Figure 12 depicts instances of Role Class (e.g., Broker, Buyer, Trust Manager, Buyer, …) and their general social relationship with Agents– which also have the permanent foundational classifications via the Agent Class.  (The detailed approach for associating Agents to Role Classes is covered in the Role Assignment class, next.)

Generalizations

· Class

Description

A Role Class define a normative repertoire of behavior and other features that may be played by Agents.

The notion of role is fundamentally a thespian concept, and attention to how it functions in the theater can reinforce our intuitions and provide useful metaphors for application to multiagent systems (MAS).

All the world’s a stage,

And all the men and women merely players:

They all have their exits and entrances;

And one man in his time plays many parts.

–W. Shakespeare, As You Like It, Act II, Scene 7.

The similarities between the Shakespeare’s characterization and our present-day usage of role in role theory [Biddle, 1966] and organizational psychology [Katz, 1978] are noteworthy [Karageorgos, 2003].  All express a perspective on human attributes, particularly behavior.  For Shakespeare, social life was similar to stage acting with its scenes, masks, and airs; in role theory, life is the stage.  Both also employ a special language.  Shakespeare wrote of players and parts that are played; role theory discusses individuals and the roles they play.  

As humans, we find the perspective and language of the theater a useful analogy for describing and understanding many of the same complex aspects of individual behavior.  The role perspective consists of those factors presumed to be influential in governing human behavior.  Since we commonly employ this device in real life for conceptualizing human behavior, it may also serve as a useful device for other kinds of individuals in a MAS—be they life forms, active software constructs, or hardware devices.  The notion of role permeates other aspects of the theater analogy, such as:

· Actor - The individual assigned to play a part, or role. In a MAS, an agents are actors.

· Part - In ancient Greece and Rome, the parts of theatrical characters were literally read from rolls of parchment.  When translated into French, the term “roll” becomes “role” [Moreno, 1960].  Since the sixteenth century, role has been an English synonym for a part that one plays or assumes in society or life [OED, 1992].  Employing the notion of role for multiagent systems is in keeping with centuries of accepted usage. 

· Script – In a multiagent system, the social script may be as constraining as that of a traditional play, or it may permit the agent actor some degree of improvisation that is consistent with the role.  In other words, role behavior can be strictly or loosely defined.  However, even in rote-based scripts a degree of latitude always exists.  Here, actors can at least employ their own style and interpretation as well as exercise some degree of variance in terms of appearance, movement, and so on.  

· Performance – The player acts the part. Actors can at least employ their own style and interpretation of a script (even in a verbatim performance).  They can also exercise some degree of variance in terms of appearance, movement, and so on.  In society, role performance is determined by social norms; in agent-based systems, performance can be determined by sets of constraints that govern both the behavior of each role and the behavior of all agents in a society, independent of the role.

· Play – In the theater, a play is a literary composition in the form of dialogue assigned to specific roles adapted for staged performance.  In society, this is present in certain situations or contexts where scripts and role performances are required or expected.  For example, a marriage ceremony has well defined roles and a verbatim-style script. In contrast, driving a car involves roles that have no predefined verbal dialogue.  Instead, the dialogue of the Driver role involves signals and hand gestures along with driving behavior that is expected to conform to certain social and legal norms.  In agent-based systems, the analog of a play would be a system, application, or scenario.  For example, a scenario for a British auction has a well defined interaction protocol involving agents playing the roles of bidder, seller, and auctioneer.  

In essence, the role perspective in theater, life, human-resource departments, and agent-based societies assumes that performance results from social proscriptions and individual behavior and that the individual variations in performance are expressed within the framework created by these factors.  Here, an individual’s behavior is shaped by the demands and rules of others, the individual’s own understanding of appropriate behavior, and the individual’s competence in the performance. In human-based organizations, defining normative forms of behavior is quite common.  For example, human resource departments define and specify roles to ensure some degree of standardization within an organization.  Such roles can be defined generally as Staff Member and Manager or, more specialized, as Intermediate Programmer III and Principal Analyst.  This perspective does not deny individual differences.  Instead, it highlights the social determinants that may be involved in creating such differences.  Furthermore, it can help role designers focus on those conditions where social determinants will be more influential.

Roles define normative repertoires of behavior and other features for agents.  They provide both a major building block for agent social systems and the requirements by which agents interact.  Each agent is linked to other agents by the roles it plays by virtue of the system’s functional requirements—which are based on the expectations that the system has of the agent.  

Agents can be associated with more than one Role Class at the same point in time (multiple classification) and can change roles over time (dynamic classification).  Also, all Role Classes must be associated to one or more communities. Without a community context, the role has no clear meaning.  For example, the role of President for the United States is different than the role of President for IBM.  The role of President, then, must be qualified by the appropriate community context.  Community context, therefore, provides a namespace for terms such as “President” so that unique role features can be specified for each context.  (See also discussion in Community section, to follow.)  Furthermore, even if the role specified the same set of features, agents playing these roles would still require specification of a community context.  For example, an agent playing a Manager role in one community might not play the same role in another community.  Therefore, role assignments must be made with a community context in mind.  (See discussion in section titled “Agent association with Agent Class and agent Role Assignment.”)

Attributes

· Attribute name

Attribute description

Associations
· roleAssignment : Role Assignment

Specifies those individual roles that are classified by a particular Role Class.  This association is derived from the roleAssignment of Community-Contained Roleset for a given Role Class.

· agentClass : Agent_Class

Specifies those Agent Classes that may employ a particular kind of role for their individual Agents. If a role is not permitted for a given Agent Class, then its individuals may not play the role.

· communityRoles : Community Contained Roles

A Community Contained Role associates a given Community with a given Role Class to be played within the community.  Additionally, the Role Container defines roles that are played by an individual agent.  In other words, communityRoles : Community Contained Roles associates a given a Role Class with the Role Assignments that are played within a particular community.  For example, a Buyer role may be played by some number of individuals for a particular Community (such as CitiBank).  (See Community Contained Roles, below, for more information)

· communityClass : Community_Class

Specifies those Community Classes whose agents (contained within the community) may play a particular kind of role. If a role is not permitted for a given Community Class, then the community may not play the role.

Constraints

[1] If a Role Class is deleted, its classified Role Assignments are also deleted.

Semantics

Role Classes define normative repertoire-based features (e.g. behavior, data, policies) for agents.  Agents can be associated with more than one Role Class at the same point in time (multiple classification) and can change roles over time (dynamic classification).

As classes in their own right, roles can be defined in terms of other roles.  For instance a particular role can be a generalizaton or specialization of another role, a role can consist of or comprise another role, and so on.

Notation

The default notation for a classifier is a solid-outline rectangle containing the classifier’s name, and optionally with compartments separated by horizontal lines containing features of the classifier, as illustrated in Figure 13.  This figure indicates the Broker role is a subclass of Facilitator role.  It also indicates that each Broker role can consist of a Buyer and Seller role.  Role Classes will be indicated using the stereotype «role».
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Figure 13 - Example of Role Classes that defined and related by generalization, aggregation, and association.

9.3.4 Role Assignment

Agents obtain their features from both their Agent Class and Role Classes.  For example in Figure 4, Betty can play the role of Seller and Buyer (for two different organizations) over time.  A Role Assignment, then, is treated as the same as the agent.  In other words, Betty:Person and the Seller and Buyer roles are all treated as the same agent: i.e., an agent is the roles it can play.  Furthermore, Bob is an Employee of Murks Inc, but later, Bob can become a student at Technika, and then become an employee of both Murks Inc and Think Box Corp.  In short, a role assignment between an agent and its role must be qualified by a community context (e.g., Technika, Murks Inc, and Think Box Corp).   

Generalizations

· Thing

Description

A Role Assignment associates a Roles Class with an Agent within a Community context.

Each Role Assignment, then, associates a role with a possible community, and an agent.  However, while each role assignment must have a Role, it might not have an associated Agent.  A role without an agent indicates a slot, or position: i.e., a Role Assignment that has been assigned for some yet-to-be-defined agent to be empowered to play role.  In other words, no agent has been assigned to “fill” the position.  This approach is useful when “requisitioning” role assignments that must be filled at some point in the future to accomplish some task.  Community Assignment is optional and can be used for small agent systems where there is typically one community.

Role Assignments without agents can be thought of as a “position” for an agent to play at some future time.  Positions, then, are Role Assignments where the actual agent has not been assigned.

Attributes

· Attribute name

Attribute description

Associations
· classifier : Role Class

Specifies the Role Class that immutably classifies a particular Role Assignment.  This association is derived from the roleClassifier of Community-Contained Roleset for a given RoleAssignment.

· sameAs : Agent 

Declares that a particular Agent and all associated Role Realizations are to be treated as the same entity. (From OWL)
· communityRoles : Community-Contained Role

Specifies the Role Class and Community that provides the context for a given individual agent role.

Constraints

[1] If a Role Class is deleted, its classified Role Assignments are also deleted.

[2] If a Community Contained Role is deleted, its associated Role Assignments are also deleted.

Semantics

The associated Role Class for a given individual role specifies those features that the individual role exhibits, such as data, behavior, policies, and semantics.  Since the Role Assignment is an instance of a Role Class, each role will have value, process, and policy specifications associated with each feature.  For example, the Role Class of Employee could specify that each role will have a Management Level, Salary, as well as Quit and Retire processes.  As illustrated in Figure 14, the Employee Role is associated with an individual role: Employee #137, whose management level is 0 (non-management), monthly salary is $5,000, plays a role within the Think Box Corp, and is played by an agent called Betty (who is a Person), and so on.

Notation

An Role Assignments can be designated using the Class notation including the «role» keyword.  
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 Figure 14 - Example of a realized role

9.3.5 Community Class

A Community Class is a metaclass class that defines the basic kinds of groups, or communities, that may be defined (e.g., Military, Manufacturing, Banking)

Generalizations

· Agent Class

Description

Community Class is a metaclass class that defines the basic kinds of communities that may be defined

Corporations, unions, and governments are examples of such community classes. These Community Classes, then, define the basic features that Community Realizations will have.  As such, Community Classes provide ways of classifying their Community instances.  (For more information on the nature and purpose of Community, see Community.)

Attributes

· Attribute name

Attribute description

Associations
· communityRoles : Community-Contained Role

Specifies those Role Classes for which a Community Class may be assigned.  Community Classes can provide a high-level context for the roles to be played.

Constraints

[1] Association name

Semantics

Semantics description.

Notation

Notation description

9.3.6 Community

A community is a “related” group of agents that can interoperate to represent and support real world organizations. Within a community the collection of agents are related via their roles .  Another way to look at this is that a community is a composite structure consisting of interrelated roles, where each of the community’s roles has any number of Agents—as illustrated in Figure 15.  This definition implies not only that a community is a function of the roles contained within it, but also that roles have no meaning without their community referent.  Hence, our ability to understand roles is limited by our ability to understand the communities of which they are a part.  

Generalizations

· Agent Individual

Description

A Community is an individual community that comprises a collection of agents that are related via their roles, where these relationships must form a connected graph within the community.  Each Community can be treated as a composite structure—enabling a hierarchy of communities.

[image: image20.png]Organization *| Each agent specialized for its
9 rela in the erganizational
procass
Organization-Level | Agents collaborate to
Business Processes Management davelop integrated
organizational plans





 Figure 15 - Example of agents working together at an organizational level. [Cougaar Software]

Each social unit, or community, is a set of agents associated together by some common interest or purpose. They can provide a way to segment societies into distinct groups of agents organized for specific purposes, organizationally, functionally.  Communities can be formed to take advantage of the synergies of its members, resulting in an entity that enables products and processes that are not possible from any single individual. Corporations, unions, and governments are examples of such communities. Communities are commonly formed to regulate, foster, or support the interaction of those agents within the community.  

In Figure 15 a set of domain specific agents work together to provide organization level business process management. Here, the community provides a place for a limited number of agents to interact among themselves via roles.  In this way, communities: 

· Encourage resource sharing.

· Promote internal coordination.

· Establish common supervision.

· Provide a degree of safety in numbers.  

Communities may be deliberately established (i.e., by a system designer) or they may be emergent.  In human organization terms, a deliberately established community could be a department or other work community that has been defined by some organizational authority.  In contrast, an emergent community might be a social community that forms when several individuals decide to go out for a beer after work.  Over time, they define themselves as a community (“My Friday Afternoon Bowling Buddies”). A Community is an individual collection of agents associated together by some common interest or purpose.  Corporations, unions, and governments are examples of the kinds of communities that may exist.  For example, the OMG, CSC, and IBM are examples of communities. Communities are commonly formed to regulate, foster, or support the interaction of those agents within the community.  

A community is an agent in its own right, since Community Realization is a subclass of Agent.  In other words, a community can be thought of as a set of agents that interacts with other sets of agents, forming societies. Such associations are not required, as communities can be formed simply to establish a set of agents for purposes such as intracommunity synergies or conceptual organization.   However, intercommunity associations are an important and appropriate use for communities, because they:

· Encourage a basis for input and output standardization that facilitates interaction between communities.

· Promote patterns of interaction that also facilitate interaction between communities.

· Establish standard interaction points for each community.

· Form the basis of societies – that can themselves be communities.

Attributes

· Attribute name

Attribute description

Associations
· communityRoles : Community-Contained Role

Specifies the Role Assignments that may be played within a given community.  Each Role Assignment is played in the context of a specific Community.

Constraints

[1] Association name

Semantics

Each Community have a separate identity within an agent organization and can be composed of agents, as well as other communities.  Community formation can be by:

· a distinguished agent (i.e., an entity that has complete power over the agent specification and state)

· self organization (e.g. ice cream truck crowds, alliances)

Notation

Notation description

9.3.7 Community-Contained Role

A Community-Contained Role associates a given Community with a given Role Class to be played within the community.  Additionally, the Community-Contained Role defines roles that are played by an individual agent.  In other words, a Community-Contained Role associates a given Role Class with the role assignments that can be played by agents within a particular individual community.  For example, a Buyer role may be played by some number of individuals for a particular Community (such as CitiBank).  

Generalizations

· Class

Description

Long description

A Community-Contained Role defines those Role Assignments that can be played by an Agent within the particular Community and for a given Role Class.  

Attributes

· Attribute name

Attribute description

Associations
· Association name

· roleAssignment : Role Assignment

Specifies the actual roles that can be played by an Agent within a given community and for a Role Class.  

· roleClass : Role Class

Specifies the Role Class for which individual roles are played within a particular individual community and Role Class.  

· community : Community

Specifies the actual community for which a particular class of roles is played.

Constraints

[1] Association name

Semantics

Semantics description

Notation

None.

10 Agent Core – Option 2

10.1 Overview

Using only UML for the foundational classes (i.e. those that are extended for use by AMP) is considered by some to be more convenient than using ODM or MOF as additional sources.  Therefore, some propose a variant or Option using UML InstanceSpecification instead of Individual.  UML InstanceSpecification in its currently defined UML form is not acceptable for AMP because the UML InstanceSpecification permits multiple instances of the same object.  If AMP were to extend UML InstanceSpecification to fit its needs for modeling Individuals, it would need to constrain InstanceSpecification so that there can be only one instance of a particular object.  That is, the instance specification stereotyped by Individual has only one value, i.e., it specifies a single individual.
11 Agent Core – Option 3

11.1 Overview

Option 3 is a variant (proposed by Øystein Haugen) that is based on Option 1, but is modified such that the Individual actually is the UML Property and that the CommunityContainedRoleset can be removed. In the metamodel shown in Figure 16 the terms used for some of the classes and association (-roles) are different than the initial model to reflect a slightly different interpretation.
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Figure 16 – Option 3 Core metamodel with Property replacing Individual

To show how this will work we show the Conference Example using a UML notation with stereotypes. The Conference Example is shown in Figure 17. We have used coloring green to show the “permitted role” relationship and red to denote that an agent plays a role. 
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Figure 17 – Conference example corresponding to Option 3

The AAMAS09 community is typed by the Community Class CMGroup which is shown in Figure 18.
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Figure 18 – Community Class of the Conference

The Community Class specification (See Figure 18) shows the general structure of the CMGroup while the AAMAS09 property of that type shows a particular configuration. In UML this can formally only be done if there exists an intermediate definition of some more special class inherited from CMGroup of which the AAMAS09 property is one property. This is shown in Figure 19.
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Figure 19 – The necessary intermediate type AAMAS09_CMGroup

We consider the notation used in Figure 17 as shorthand for introducing the intermediate type.

12 Agent Core – Option 4

12.1 Overview

Option 4 is a SMOF-based approach proposed by Manfred Koethe)

12.1.1 Agent – Role – Community

Agent, Role and Community are the three fundamental building blocks of an Agent-based environment. However, Agent represents the only “real” element, Role and Community are kind-of “meta-abstract”. This means, while Role and Community typically represent distinct organizational and/or legal entities, they become only materialized through realizing elements, Agents in this case.

For example, while a family is a well-recognized form of Community, it comes to existence only through its family-members. The Community “family” contains at least three Roles: “father”, “mother” and “child”.  Depending on the family situation, all or part of theses Roles are realized by real persons (Agents).

Several families may live in a village. This means the Community “village” contains a number of Communities “family”. From a slightly different viewpoint, the families will play different Roles within the “village” Community, depending on social and economical factors. In other words, taking an opaque view on a Community yields a Role.

This was the motivation to model Role as specialization of Community. It allows infinite nesting and fluent alternation between black-box-view (Role) or white-box-view (Community) at any time and any level of a given Role/Community hierarchy.

Agents are orthogonal to this hierarchy: they always realize particular Roles.
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Figure 20 – Agent, Role and Community abstract syntax

12.1.2 Capabilities – Agents – Roles – Requirements – Realizations

As said, Agents realize Roles. Realization is not indiscriminate, but guided through Capabilities. Roles require the realization of certain Capabilities for a successful assumption (realization) of that Role by a particular Agent. The available capabilities of an Agent are recorded in the AgentCapability elements, which record a collection of AgentBehavior, and the related constraints and abilities to realize specific requirements of a Role (expressed as an interface). 

If an Agent provides sufficient AgentCapability to fulfill the requirements of a role, the Agent may enter a contract to realize that role. This situation is then expressed by the derived association between Agent and Role.
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Figure 21 – Capabilities – Agents – Roles – Requirements – Realizations abstract syntax

13 Agent Core – Option 5

13.1 Overview

This option proposes a variant using UML InstanceSpecification, Property, and Slot, and Class (Roger Burkhart)
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Figure 22 – Capabilities – Agents – Roles – Requirements – Realizations abstract syntax

 and  illustrate how Option 5 might render the DFKI case study.

 SHAPE  \* MERGEFORMAT 



Figure 23 – Capabilities – Agents – Roles – Requirements – Realizations abstract syntax

 SHAPE  \* MERGEFORMAT 



Figure 24 – Capabilities – Agents – Roles – Requirements – Realizations abstract syntax

14 Agent Interactions

This section defines the Agent Interactions package required to enable rich communication and interaction protocols in an agent-based system.

14.1 Overview

Useful systems can be built involving multiple agents that act on their own behalf, yet do not communicate or interact with each other.   For example, a pricing system can use agents to determine the price of some commodity, or an insurance policy rate estimator agent can provide a quote for obtaining an insurance policy based on the insured’s needs.  Such agents are able to provide the service for which they were programmed, yet have no need to interact with other agents.  These kinds of systems are called multiple- agent systems.  

However, for more complex systems, agents typically need to communicate and interact with other agents to accomplish their goal.  For example, in an agent-assisted service-oriented architecture, a Service Requestor agent seeks a service to satisfy a particular need, and a Service Provider agent offers to provide a particular service.  Each agent has something the other needs.  Also, a Service Broker agent can be added to the mix which enables requestors and providers to communicate and negotiate.  

In sophisticated agent environments, agents can employ both simple and complex means of communicating with other entities in their environment—including software, machines, and humans. 

Furthermore, agents can employ interactive mechanisms that enable agent coordination, cooperation, persuasion, negotiation, competition, coalition, and so on.  Without interaction, agents would not be able to reach joint agreements, and work together to accomplish a business function.  

Negotiation is a common kind of process by which two or more parties can reach an agreement, each attempting to achieve different goals.  A common example is the simplified contract negotiation (illustrated in Figure 16), where a requester agent sends out invitations to bid on a job contract.  If a provider agent wishes to participate in the negotiation, it can respond with a bid.  Since many provider agents might respond, the requester agent has to decide which provider should be awarded the contract.  Once the contract has been sent to the provider, the provider can choose to confirm.  If the provider declines, the requester must choose another provider.  This pattern could support various negotiation scenarios, such as ordering supplies, requesting equipment, or obtaining human resources.  
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Figure 25 – Agent interaction protocol for contract negotiation.
Probably the most important feature of agent communication and interaction protocols is that they be machine readable.  This section discusses the basics required for machine-readable communication and interaction.  (The message portion of agent communication and interaction is addressed in the next section.)

The simplified protocol depicted in Figure 25 is made more precise by the specifications in the FIPA Contract Net Interaction Protocol that come in a number of variants, such as in Figure 26.
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Figure 26 - FIPA Contract Net Interaction Protocol

We notice that this protocol contains extra notation to express the following capabilities that go beyond what pure UML 2 Interactions will provide.

First, we notice that the protocol wants to talk about several participants while only showing one lifeline. In UML 2 each lifeline represents only one object and there is a need to generalize this. UML 2 composite structures contain properties (parts) that in fact are sets of instances, and what we shall include in the AMP profile is a way to let lifelines represent such properties in a way that can be given an unambiguous semantics.

Second, as a consequence of dealing with sets rather than individual objects, we need a way to send messages to a set or rather to express the sending of several messages to (or from) all the individuals of the set. We shall define multicasting of messages.

Third, we see that the FIPA notation has introduced means for choice (a diamond). UML 2 Interactions have a different notation for choices that are more precise by applying combined fragments, and we shall define how multicasting is combined with combined fragments.

14.2 Abstract Syntax

The Agent Interactions package contains the classes required to enable rich communication and interaction protocols in an agent-based system.

There are only two additions to the UML 2 Interactions necessary. The first is an augmented notation for property subsets and a recognition of the use of subsets for properties that are parts of composite structures. The second is an extension of the InteractionFragment class where we add reference to the appropriate property subset and a semantics that includes multicasting. Package merge semantics is assumed, meaning that the addition to InteractionFragment is assumed propagated to the subclasses defined in UML2.

Implicitly it follows that in AMP lifelines may depict sets and not only individuals.

<very simple picture of InteractionFragment subclassing InteractionFragment>

Figure 27 – Abstract syntax for the Agent Interactions 

14.3 Class descriptions

14.3.1 InteractionFragment (from AMP)

Short description

Generalizations

· InteractionFragment (from BasicInteractions, Fragments)

Description

InteractionFragment is an abstract notion of the most general interaction unit. An interaction fragment is a piece of an interaction. Each interaction fragment is conceptually like an interaction by itself. 

The InteractionFragment may represent communications that are replicated for a number of individual objects when the InteractionFragments contain a multiplier that represents sets of individual parts of composite structures.

Associations
· multiplier:ConnectableElement[*]

The multiplier defines the actual sets of connectable elements over which the InteractionFragment should be iterated

Constraints


[2] The multiplier must be a subset of a covered lifeline’s represented connectable element.

Semantics

The semantics of an InteractionFragment is a pair of set of traces. See “Interaction (from BasicInteraction, Fragments)” for explanation of how to calculate the traces. 

The semantics is given by the semantics of the different subclasses of InteractionFragment, but here we explain the semantics of the multiplier.

The multiplier defines that the whole interaction fragment should be replicated a number of times, one for each individual in the sets referenced by the multiplier association. This replication shall be interpreted dynamically, which means that the replication is dependent on the sets as they are populated when the interaction fragment is reached at runtime. Sets of connectable elements may dynamically change.

We show here an example where we assume that the p part is a property set with two individuals p[1] and p[2]. Figure 28 shows the AMP notation given below while Figure 29 shows how the corresponding UML 2 interaction would look when the multiplier has been interpreted as replications of the interaction fragments. We consider a message as a combined fragment of kind seq containing the send and receive occurrence specifications. 
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Figure 28 – Multiplier notation example (multicasting)

Figure 28 shows that the cfp signal is sent to all participants in p and that they all respond individually either refuse of propose. This is then depicted in detail in the UML 2 Interaction in Figure 29.
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Figure 29 – Replicated interaction fragments in UML 2 notation

Notation

The multiplier notation is a text in curly brackets:

{all multiplier subsets connectableelement}

The multiplier refers to a defined connectable element that is a subset of the connectable element represented by some lifeline in the diagram with the name connectableelement. The subset-clause of the notation can be omitted and this obviously means that the connectableelement is the same as the multiplier.

When the multiplier notation is associated with a message we can interpret the message as a combined fragment. The multiplier notation is associated with one or both ends of the message.

The multiplier notation on combined fragments is placed inside the upper left corner tab as shown in Figure 28.

14.3.2 Property (from AMP)

Generalizations

· Property (from InternalStructures)

Description

A property represents a set of instances that are owned by a containing classifier instance.
Notation

AMP clarifies that the subset notation used associated with association ends also applies to parts in internal structures as depicted in Figure 30.
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Figure 30 – Subset notation for parts of internal structures

We see that refused and proposed are subsets of p defined in a subclass of the AgentContext where p is originally defined.

Mandatory AMP Informative Specifications
15 Agent Messaging

This section specifies the Agent Message package for agent communication in an agent-based system.

15.1 Overview

If every designer developed a different means of communicating between agents, our agent systems would be become an agent-based tower of Babel.  Not only would the content and meaning of a communication likely be different, but the mechanism of communication could occur in a variety of ways.  For small, local agent systems, the communication content and mechanism can be specialized to the particular community of agents.  The communication content and mechanism would still need to be carefully defined, but would not require great elaboration.  

However, in sophisticated agent environments, agents can employ both simple and complex means of communicating with other entitles in their environment—including software, machines, and humans. 

Probably the most important feature of agent messaging is that it be machine readable.  This section discusses the basics required for machine-readable communication and interaction.  A forthcoming section will discuss message syntax and ontology in the Agent Communication Language (ACL) section.

16 Agents and Resources

The Agent Resource package contains the classes required to specify how agents can manage resources in a dynamic environment.

16.1 Overview

16.1.1 Resources

Within SOA, each service request is related to an activity that needs to be performed.  To carry out that service, however, resources of various kinds are required. Here, a resource is something that may be used by a service provider to achieve a real-world effect on behalf of a service consumer.  Such entities may have physical existence that can be directly or indirectly used by an activity. In that sense, resources can be items that may serve as raw materials, finished goods, employees, or equipment. For example, John Doe and Ken’s Truck can be considered as resources that will enable some process to reach its goal.  However, it can also refer to entities without any physical existence such as information and knowledge.  Even a provided service can be considered a resource.  In short, service oriented architectures can readily be transformed into Resource Oriented Architecture – particularly when they are enabled by agent technology.

Resources also involve some or all the following kinds of properties:

· Capability – qualitative ability of a service-based resource to perform a named service that may be used by a service provider to achieve a real world effect on behalf of a service requester.

· Capacity – quantitative (or qualitative) and temporal ability of a given resource or resource category. Capacity is the bound on total resource consumption.  Each activity can consume a part of a resource, this part called a resource consumption rate. For resource, capacity refers to a measure of such ability to perform a particular service; i.e., the measure of its capability.  (See also, Resource Type Capacity and Resource Instance Capacity.)
· Skill –a service-based capacity to produce something in some problem domain. This problem could be resolved by a single skill or the use of different skills.  

· Resource Category capacity- a unit of measurement for planned capacity will depend on the Resource Type and Activity Type.  For example, a Model 421 Oil Truck has the capacity to hold 20000 liters of oil and can also have the maximum speed capacity of 140km/hour.  Alternatively, customer service people can have the capacity to handle multiple instant messages (IMs) at a time, but might only be able to handle a single “live” telephone call at a time.  (AKA Planned Capacity)

· Resource Item capacity - The unit of measurement for actual capacity will depend on the Resource Instance and Activity Type.  For example, my Model 421 Oil Truck has the capacity to hold 20000 Liters of oil, but only has the maximum speed capacity of 120km/hour.  Alternatively, customer service person Ralph can have the capacity to handle 4 IM messages at a time, and can be able to handle a single “live” telephone call at a time.  (AKA Actual Capacity)  (Note: that there can also be a Resource Instance Capacity at the Activity Instance level, when the Activity Instance differs sufficiently within a Activity Type.)

· Consumption rate – the rate defines the amount that a given Consumable Resource is consumed over time.  Here, each Activity can have a duration “d” and a resource consumption rate “r”
· Qualification –defines the requisite qualities for a given Resource. For example, qualification aggregates the requisite qualities of capability, capacity, and so on.  (For human resources, it can also include the requisite qualities of skill, authority, and experience.)
· Authority –specifies the level and kind of power or right to give orders or make decisions. 
It is the right or prerogative of determining actions or the exercise of that right or prerogative. It is also known as empowered autonomy because the power must be granted by another entity that has the power to grant the authority.  General authority is one that that to all acts connected with a particular provider; a special authority is one confined to specific services types and instances. Authority can be divided into limited and unlimited. When the provider is bound by precise instructions, it is limited; and unlimited when it is left to pursue its own discretion. An authority is either express or implied.
· Experience –specifies the level of accumulation of knowledge or skill that results from direct participation in events or activities. Experience implies skill, facility, or practical wisdom gained by personal knowledge, feeling or action.

· Availability (e.g., working calendars) 
· State (e.g. Available, Pause, Unavailable…)
16.1.2 Agents providing resources

A resource provider offers a resource that enables some capability to be used by other participants.  An agent providing a resource will receive the requests, verify if the resource can or can not treat them and answer the requesters. It will be also responsible for informing the requester about its life cycle. The requester should be aware about the events relative to the treatment of its request by the resource, the manager should send all these events to the requester.  

The agent might also be managing a pool of resources.  Here, when a resource request is received, the provider agent will assign one of the resource items from the pool.  Such an assignment can be made immediately or just-in-time.  It can also be schedule based.  In short, a provider agent can be associated with a single resource or with a pool of resources.

It should be noted that agents, themselves, are available as resources.  In this case, the agent is providing itself and its internal data and services as resources.

16.1.3 Agents requesting resources

A resource requester uses a resource in order to realize the real world effect that addresses a particular need.  As mentioned above, each resource request is related to an activity or asset that is needed to enable some end goal. The requester uses the resource in order to achieve its activities. Using the resources directly is usually not possible; we need to interact with the resource provider for that issue. An agent representing the requester and interacting with the resource provider will use the resource on behalf of the requester.

16.2 Abstract Syntax

The abstract syntax for resources is illustrated in Figure 31.
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Figure 31 – Abstract syntax for the Agent and Resources 

16.3 Class descriptions

16.3.1 Resource Item

A Resource Item is any entity that can be used by a process to achieve some goal (such as producing a product).  It provides a means to an end by supplying some want or deficiency; it can come from stock or a reserve upon which one can draw when necessary.

Generalizations

· Individual

Description

A Resource Item is any entity that can be used by a process to achieve some goal (such as producing a product).  It provides a means to an end by supplying some want or deficiency; it can come from stock or a reserve upon which one can draw when necessary.

Attributes

The kinds of attributes that a resource item might possess are described at the beginning on this Agents and Resources section.

Associations
· resourcePool : Resource Pool

The resource pool to which the resource item is assigned and managed. 

· classifier : Resource Category

Specifies a Resource Category that immutably classifies a particular resource item.

· provider : Agent

The agent that is responsible for providing the given resource item. 

· Requester : Agent

The agents that are requesting the given resource item.

Constraints

(none)

Semantics

A Resource Item is any entity that can be used by a process for some purpose.  A resource item can be provided and requested by any number of agents.  The resource might be used directly by and for the requester agent or the requester may be a “middle” agent, or broker, for another agent.  Resource items can be items that may, for example, serve as enabling services, raw materials, finished goods, employees, or equipment.

Notation

A resource item can be designated using the Component or Class/Classifier notation including the «resource» keyword as depicted in Figure 32.
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Figure 32 – Resource Item notation.

16.3.2 Resource Category

A Resource Category specifies a category or kind of Resource. 

Generalizations

· Class «metaclass»

Description

A Resource Category specifies a category or kind of Resource Item. 

Attributes

The kinds of attributes that a resource category might possess are described at the beginning of this Agents and Resources section.

Associations
· resourceInstance

The resource items that are classified by the given resource category. 

· resourceItemPool : Resource Pool

A Resource Pool specifies a collection of Resource Items for a specific Resource Category.

Constraints

Semantics

Every resource item requires a category that classifies them.  The Resource Category provides two things: 1) the list of features that a resource item will have and 2) the expected values or value ranges a particular feature will have.  In this way, the resource item features will have the actual values or value that the resource has.  For example, an Oil Truck model 237 is expected have a capacity of 40,000 liters.  However, a particular oil truck may be damaged and have a 30,000-liter capacity.

Notation

A resource category can be designated using the Class/Classifier notation including the «resource» keyword as depicted in Figure 33.
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Figure 33 – Resource Category notation.

16.3.3 Resource Pool

A Resource Pool specifies a collection of Resource Items. 

Generalizations

· Class

Description

A Resource Pool specifies a collection of Resource Items.

Attributes

Associations
· resource category : Resource Category

The category of resources that are defined by a particular resource pool. 

· provider : Agent

The agent that is responsible for providing the given resource item from the resource pool at some agreed time in the future.  

Constraints

Semantics

A collection of a certain category of resource items can managed a pool of resources.  Here, when a resource request is received, the provider agent will assign one of the resource items from the pool.  Such an assignment can be made immediately or just-in-time.  It can also be schedule based.  In this way, a requester does not need to choose a particular resource item.  Such a choice requires a knowledge of all the available resources (within a given category), which may not be necessary to the requester.  Furthermore, the allocation of the resource item can be changed over time until item is actually delivered—enabling a flexible and adaptive resource-allocation approach.  For example, renting a car from Hertz does not require the renter to know about all of the available cars: only that there is enough capacity to confirm that a car will be available just-in-time at the agreed date and time.  

Notation

None

17 Agent Roles

This section specifies the Role package that contains the classes required to extend the basic role notions defined in the Agent Core.

17.1 Overview

In accordance to Gasser (1992) an organization provides a framework for activity and interaction through the definition of roles, behavioral expectations and authority relationships (e. g. control). Even if the proposed definition is rather general, without especially focusing on the domain of MASs, this definition already nicely illustrates the organizational building blocks like for instance role, interaction, behavior, and authority. In the context of social grouping like communities, roles are of major importance. A role is in accordance to (Ferber et al., 2004) an abstract representation of a functional position of an agent in a social structure. The functional position is normally characterized by activities and services necessary to achieve social objectives. Hence a role is the abstract representation of a policy, service or function. Roles typically describe an organizationally sanctioned structured bundle of activity types (Gasser, 2001).

Yan et al. (2003) distinguish between two perspectives. From the conception perspective, a role is a constraint under which an agent takes part in some interactions and evolves in a certain way. From the implementation perspective, a role is an encapsulation of certain attributes and behaviors of the agent it is bound to. Summarizing, roles identify activities and services necessary to achieve social objectives and enable to abstract from the specific individuals that will eventually perform them. From the society design perspective, roles provide the building blocks for the agent systems that can perform the role, and from the agent design perspective, roles specify the expectations of the society with respect to the agents activity in the society. 

An agent may play several roles within social groups, and on the other hand, a role may be played by several agents. In object-oriented programming, an object class usually has a specific capability or functionality, where an agent could play different roles in different domains or situation. 

17.2 Abstract Syntax

Conforming to Wooldridge (2000b) and Ferber and Gutknecht (1998), a Role in AMP is associated with a set of capabilities defining the offered functionalities offered to fulfill its responsibilities. These Capabilities are either required or provided. Required means that the Agent Class performing this Role Class must own certain behaviors to ensure that they meet the role’s requirements accordingly. Provided means that Role Class offers certain functionalities—like sending a particular message—that are provided to the Agents performing this role. Beside Capabilities representing the functional aspects i.e. specifying how to comply with particular responsibilities, a Role Class also needs to deal with data aspects part of the Capability. Furthermore, generalization between Role Classes can be defined through the generalization relationship, where the source Role Class is a specialized version of the target Role Class (cf. Figure ?). In general, generalization is a mechanism for incremental specification and design, whereby new classes may be derived from one or more existing classes and is therefore particularly significant in the effective reuse of existing specifications. 
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Figure 34 – Agent-Role abstract syntax.

Under certain conditions, when two Role Classes cannot be taken by an AgentIndividual at the same time, we say these two Role Classes have a conflict relationship in a certain context. This normally happens in the context of a Community through the CommunityContainedRoleSet. 

In an aggregation relationship between two Role Classes, one of the Role Classes must be a subclass of the other. The aggregation relationship between Role Classes is most suitable for defining the hierarchy of a Role Classes in a Community.

17.3 Class descriptions

17.3.1 Role Class

Generalizations

· Class

Description

A role is an abstract representation of a functional position of an agent is a social structure.

Attributes

· Attribute name

Attribute description

Associations
· provided: Capability

Specifies the Capabilities that are provided by the Role Class.

· required: Capability

Specifies the Capabilities that are required by the Role Class.

· generalization: Role Class

Specifies the Role Classes that particular Role Class inherits from.

· aggregation: Role Class

Specifies the Role Classes that are aggregated by this Role Class.

· community roles: CommunityContained RoleSet

Constraints

1 A Role must either aggregate no Role, or at least two.

2 A Role must not aggregate itself.

3 A Role must not be a generalization by itself.

4 A CommunityContained RoleSet must not have a conflict with itself.

Semantics

As aforementioned, from the conception perspective, a role is a constraint under which an agent takes part in some interactions and evolves in a certain way. From the implementation perspective, a role is an encapsulation of certain attributes and behaviors of the agent it is bound to. Summarizing, roles identify activities and services necessary to achieve social objectives and enable to abstract from the specific individuals that will eventually perform them.
17.3.2 CommunityContained RoleSet 

Generalizations

· ?

Description

?.

Attributes

Associations
· role classifier: Role Class

· conflict : CommunityContained RoleSet

Specifies the CommunityContained RoleSet this particular instance has a conflict with.

Constraints

5 A CommunityContained RoleSet must not have a conflict with itself.

Semantics

18 Agents Communities 

This section specifies the Agent Communities package contains classes that exemplify some organizational patterns.

18.1 Overview

Imagine unleashing thousands or millions of agents in a system.  Would it be reasonable to expect all these individuals to coordinate in some manner?  In ant colonies and bird flocks, this seems to work very effectively.  For building cities, transportation infrastructures, and large companies, this will not work.  Instead, agents and roles need to be organized into communities in some manner.  From organization theory, we know that organizational structures can be defined to include roles that have processing capabilities that can—to put it in IT terms—maximize cohesion and minimize coupling.  Communities can be seen as active components or modules that have their own internal processing and can interact with other communities.  In human society, communities can be defined for alliances, teams, coalitions, conventions, markets, and organizational units.  

Furthermore, these communities themselves can become agents.  For example, IBM, HP, the United Nations, the Yankees baseball team, and the US Supreme Court are all communities that are recognized agents in their own right—which also consist of agents that are communities, and so on down to “atomic” level agents.  In this way, a Consumer or Provider could be an atomic agent or a legally recognized organization like DaimlerChrysler that is requesting bids from Provider companies.  A person in each of these organizations might actually process the bid, but such knowledge is unnecessary.  In this way, communities as social structures reduce the danger of combinatorial explosion of agent interaction.  Instead, they provide a structured scheme for focusing and enhancing the coordination of agent activities, making richer, more complex structures possible—while hiding unnecessary details.  In short, they enable scalability technique for large populations to produce significant deliverables. 

18.2 Abstract Syntax

The Agent Communities package contains classes that exemplify some organizational patterns.
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Figure 35 – Abstract syntax for the Agent Communities 

18.3 Class descriptions

18.3.1 Holonic Community

A Holonic Community specifies a holon.

Generalizations

· Community

Description

A Holonic Community is an autonomous and cooperative building block of a system for transforming, transporting, storing and/or validating information and physical objects. It consists of a head and a body.

Attributes

· Attribute name

Attribute description

Associations
· head: Community-ContainedRole

Specifies the Role Class that represents the head of the holon.

· body: Community-ContainedRole

Specifies the Role Classes that compose the body of the holon.

Constraints

[1] Head is a subset of communityRoles

[2] Body is a subset of communityRoles

Semantics

The head represents the agent or entity to which the coordination of the holon has been delegated.  Depending on the delegation policy of the holon, the head may also represent the members of the holon’s  body to the outside.

The body represents the members of the holon that perform tasks under the supervision/coordination of the head.

Notation

Notation description

18.3.2 Structure-in-5 Community

A structure-in-5 community is a typical configuration of strategic and logistic components found in business organizations.

Generalizations

· Community

Description

The Structure-in-5 is an organizational pattern, proposed by Minztberg [1], which consists of five substructures. The Strategic Apex consists of strategic executive actors. The Operational Core performs the basic tasks and operations to produce the goods or services. The Support component provides non-operational services to the Operational Core. The Techno-structure component standardizes the behavior of other components by defining the techniques and tools to be used. Finally, the Middle Line represents the control structures that join the Apex with the Operational Core.

Attributes

· Attribute name

Attribute description

Associations
· operationalCore: Community-ContainedRole

Specifies the Role Classes that perform the production/operational tasks.

· strategicApex: Community-ContainedRole

Specifies the Role Classes that represent the high management structures.

· Support: Community-ContainedRole

Specifies the Role Classes that provide non-operational services

· Technostructure: Community-ContainedRole

Specifies the Role Classes that perform the standardization tasks

· Middle Line: Community-ContainedRole

Specifies the Role Classes that represent the middle management.

Constraints

[1] Head is a subset of communityRoles

[2] Body is a subset of communityRoles

Semantics

The Structure-in-5 represents a general pattern that could be configured to various business organizations. Further specializations of the Structure-in-5 pattern include: the simple structure, the machine bureaucracy, the professional bureaucracy, the divisionalized form and the adhocracy. Each of these specializations present different distributions in the amount of members assigned to the different roles prescribed by the Structure in 5 Community.

Notation


None

[1] H. Mintzberg. Structure in Fives: designing effective organizations. Prentice Hall, 1992.

19 Agent Capability Reflection

This section specifies the Agent Capability reflection package and defines how agents can provide and support a reflection of their internal capabilities.

19.1 Overview

Reflection is the process by which a computer program can observe and modify its own structure and behavior. The programming paradigm driven by reflection is called reflective programming. It is a particular kind of metaprogramming.

In most modern computer architectures, program instructions are stored as data - hence the distinction between instruction and data is merely a matter of how the information is treated by the computer and programming language. Normally, 'instructions' are 'executed' and 'data' is 'processed'; however, in some languages, programs can also treat instructions as data and therefore make reflective modifications. Reflection is most commonly used in high-level virtual machine programming languages like Smalltalk and scripting languages, and less commonly used in manifestly typed and/or statically typed programming languages such as Java and C.

Reflection is considered here because it is useful both for SOA services and the agents that provide or enable them.  Reflection-oriented programming can include self-examination, self-modification, and self-replication. However, for SOA and agents at this time, reflective capability might be best limited to revealing the nature of the software entity: its kind and its features.  In particular, such reflection capability can be thought of as similar to MOF reflection, which allows discovery and manipulation of metaobjects and metadata.  As such, the revised AMP submission might import and extend the reflection capability as specified in formal/06-01-01.  Or, a different approach might be adopted.  Such a decision is forthcoming.
20 Agent Environment 

This section defines the Agent Environment package to specify the environment for agent-based structures.

20.1 Overview

Without an environment, an agent is effectively useless.  Cut off from the rest of its world, the agent can neither sense nor act.  An environment provides the conditions under which an entity (agent or object) can exist. It defines the properties of the world in which an agent will function.  Designing effective agents requires careful consideration of both the physical and communicational aspects of their environment. Two issues exists for understanding environments:

1. Every agent has an environment, no matter what the agent’s philosophy or architecture is.

2. If you are aware of the agent’s environment, you can use it to get more powerful interaction through architecture-dependent means.
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Figure 36 - Agents interact with and through their environment.

Figure 36 illustrates a common view that agents perceive their environment though sensors as well as effect actions on it.  For example, a Stock agent can receive an event indicating that quantities of a particular part are low.  The agent then decides whether more parts need to be ordered and, if so, put out a general call-for-proposal so that interested vendors can reply.  When proposals arrive, the Stock agent will choose and notify the winning vendor.  This model implies that agents interact via an environment. Even direct communications (such as vender notification) must occur through some medium.  In other words, the environment provides the appropriate conditions that enable interaction among agents. This insight, largely overlooked in the design of purely electronic agents, is particularly critical for managing agents that are situated in the physical world.  

Note that the agent has sensors and effectors.  Sensors (a.k.a. receptors) are the mechanisms used within an agent to “perceive” percepts, such as assertions, queries, commands, state changes in its environment.  Effectors are the mechanisms that the initiate action to its environment, such as a change or communication.  In UML, agent effectors and receptors can be modeled using ports.  A UML port is a property of a classifier that specifies a distinct interaction point between that classifier and its environment or between the (behavior of the) classifier and its internal parts. Ports are connected to properties of the classifier by connectors through which requests can be made to invoke the behavioral features of a classifier. A Port may specify the services a classifier provides (offers) to its environment as well as the services that a classifier expects (requires) of its environment. 

20.2 Abstract Syntax
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Figure 37 – Abstract syntax for the Agent Environment 

20.3 Class descriptions

20.3.1 Environment Description

An environment description provides the conditions under which an entity exists

Generalizations

· Class

Description

One of the key properties of agents is their autonomy.  However, autonomy is not an all-or-nothing issue.  Practically speaking, agents can neither be totally free of external dependencies nor completely reliant on them.  They always depend on external factors to some degree. 

An Environment Description provides the conditions under which an entity (agent or object) exists. 

In other words, Environment Descriptions define the properties of the world in which an agent can and does function.  An agent’s environment, then, consists not only of all the other entities in its environment, but also those principles and processes under which the agents exist and communicate. Designing effective agents requires careful consideration of all of these factors when designing their environment. 

A canonical example of agents situated in an environment is an ant colony. Ants interact with one another largely through chemicals, called “pheromones,” that they deposit in the environment and then sense to guide their actions. Numerous individual interactions yield the emergent development of paths through the environment. However, the environment is more than just a communication channel. Agents depend both on tangible, physical support and on other agents.  Two aspects, then, are critical for agent environments (and the formation of paths):  the physical and the communicational.  

Attributes

Associations
· Categorization : Environment Category

Associates a particular category with the environment description 

· agent : agent

Associates an agent with an environment description.  The environment description can describe all of the conditions under which an entity (agent or object) exists, as well as just those that can be perceived or acted on by the agent.

· environment elements : Individual

Associates an environment description with actual description elements.

Constraints

Semantics

Semantics description

Notation

None

20.3.2 Environment Category

An environment category provides a way of classifying the various Environment Descriptions

Generalizations

· Class

Description

An Environment Category is a kind or group of Environment Description. 

Attributes

Associations
· Association name

Association description 

Constraints

[3] Association name

Semantics

The forms and kinds of environment descriptions will be many and varied.  The environment category provides a way to organize and taxonomize the various environmental descriptions.

Notation

None

Optional AMP Informative Specifications
21 Agent Communication Language (ACL)

This section discusses the Agent Communication package that specifies the communication syntax for agent-based structures.

21.1 Overview

The Agent Communication package contains the classes required to specify the communication syntax for agent-based structures.

When two people want to communicate, they need to choose a common language and interchange medium—though even then misunderstandings can occur.  Simple gestures and a handful of words can communicate a great deal.  Yet, to produce societies and great building, we need to employ a richer form of communication.  

The same is true of agents.  Self-contained systems that only need to communicate in a basic and non-standard manner.  However, when agents interact widely and need to effectively communicate with agents in other systems and organizations, agents need a standard language—a language with a set of conventions that support agents in identifying, connecting with, and exchanging information with other agents. Agent communication languages (ACLs) enable agents to communicate in a clear and unambiguous manner.  By standardizing these ACLs, different parties can build their agents to interoperate both within and between applications—and organizations.  

An example of a simple point-to-point communication between two agents is illustrated in Figure 38, where one agent is asking another for the current price of IBM stock.  This message specifies: an ask performative, the sender's identity (Joe), the message content (PRICE IBM ?price), the address of the communication (stock-server), the name of the reply expected from the responding agent (IBM-stock), the language in which the content is specified (LRPROLOG), and the set of the agreed-upon terms, or ontology, that will be used in the content exchange (NYSE-TICKS).  The responding agent replies with the requested stock price—along with its associated ACL parameters.
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 Figure 38 - Agent communication language (ACL) examples using FIPA ACL.

Currently, two primary standards for ACLs exist: 

· Knowledge Query and Manipulation Language (KQML)-  Network environments that support plug-and-play processes are still quite rare.  Most distributed systems are implemented with ad hoc interfaces between components.  KQML is a language and set of conventions that support network programming specifically for knowledge-based systems and agents.  It was developed by the ARPA-supported Knowledge Sharing Effort.  (See www.cs.umbc.edu/kqml.)

· Foundation for Intelligent Physical Agents (FIPA) - FIPA has been working to develop and promote standardization in the area of agent interoperability since 1996.  FIPA's ACL is a high-level agent communication language that is based on speech acts and is perceived by many as an improvement on KQML.  
For a detailed description of the FIPA ACL, see http://fipa.org/specs/fipa00061/index.html and http://fipa.org/specs/fipa00037/index.html.
22 Agent Goals

This section specifies the Agent Goals package to support goals for agent-based systems.

22.1 Overview

The concept of goal, defined as a state of affairs that a system wants to achieve or an action that it aims to perform, has received considerable attention in AI in the past, In agent systems, this concept paved the way for defining agent proactivity and autonomy.

Goals have also been recognized to be a powerful abstraction in requirements analysis to capture users’ needs and to analyze them with the aim of deriving appropriate requirements for the system-to-be

22.2 Abstract Syntax

The Goal package contains the classes Goal Class, Decomposition, as well as the Enumeration DecompositionKind. Moreover, the classes Agent Class and Role Class from the AMP core are utilized. 
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 Figure 39 - Agent goal abstract syntax

22.2.1 Goal Class

A Goal Class is a class to represent the objective of an Agent Class. This Goal Class can be combined by other Goal Classes through the AND and OR relationship.

Generalization 

· Class

Description

A Goal Class defines a certain state of the world an agent intends to achieve.

Attributes

· Attribute name

Attribute description

Associations
· superGoal: Decomposition

Specifies the super Goal Class.

· subGoal : Decomposition

Specifies the sub Goal Class.

· conflictingGoal : GoalClass

Specifies those Goal Classes, the Goal Class stands in conflict with, i.e. it can not achieve the Goal Class without destroying the others.

Constraints

[2] A Goal class cannot have a conflict with itself.

Semantics

Goal Classes define the objectives of an Agent Class that can be achieved by applying a suitable behavior that is declared to achieve this goal. If an Agent Class plays a certain Role Class, it must be able to achieve the Goal Classes of this particular Role Class. This means that the Agent Class must have behaviors available that allow achieving the required goals.

22.2.2 Decomposition

A Decomposition is a class to represent the super and sub Goal Classes of a Goal Class.

Generalization 

· Class

Description

A Decomposition defines the sub and super goals of a Goal Class and allows combining Goal Classes to more complex goals.

Attributes

· Attribute name

Attribute description

Associations
· supergoal: Goal Class

specifies the super Goal Classes.

· subgoal : Goal Class

specifies the sub Goal Class.

· decompositionKind : DecompositionKind

specifies in which manner Goal Classes are combined, either OR or AND semantics is possible.

Constraints

[3] A Decomposition cannot refer to one and the same Goal Class through both the subgoal and supergoal reference.

Semantics

Decomposition define the manner in which Goal Classes are combined to more complex goals. This could either be achieved by connecting the Goal Classes either in an OR or AND semantics.

23 Agents and Ontology

This section includes the Agent Ontology package for specifying ontologies for agent-based structures.

23.1 Overview

The syntax rules of a language are not enough to ensure clear communication; an agreed-upon set of terms is also required.  Certainly, the syntax would define some terms, but there are also user-defined terms.  For example, to ask for the number of clients that Fujitsu has could be expressed as: COUNT FUJITSU client ?integer.  The syntax is well defined. But, if one agent uses the term "client" and the other knows only "customer," the two will not communicate effectively—even though both know that something is supposed to be tallied for Fujitsu.  Agents can have different terms for the same concept and identical terms for different concepts.  A common ontology, then, is required for representing the knowledge from various domains of discourse.  The purpose of the ontology parameter in an ACL is to define the set of terms that will be used in an agent communication.

Although the need for terminology standards is not new, the dependence of agent communications on ontology makes such standards more critical than ever.  Many organizations and consortia are now being set up to establish industry vocabularies.  Common ontology representations using UML and XML schema are now being enriched with RDF, and OWL syntax.

23.2 Abstract Syntax

There is no abstract syntax defined for ontology in this document.  One possible solution is to import or employ the OMG’s Ontology Definition Metamodel for AMP: see http://www.omg.org/spec/ODM/1.0/

24 Agents and P2P Service Modeling

The Agent P2P Service Modeling package contains the classes required to model P2P Services for agent-based systems.  This section provides a description of the concepts and notions related to the P2P service model. 
24.1 Overview

Contemporary business systems are called upon to exist and thrive within ecosystems comprising a wide variety of systems that adhere to distinct technologies and models. Usual habitants of such ecosystems are multi-agent systems and Peer-to-Peer (P2P) systems, which are both based on the same principle, i.e. to facilitate the distributed execution of user requests. 

P2P systems generally represent a contemporary class of distributed systems, whose primal objective is to facilitate the sharing of resources residing at the edges of the network. Within the last decade, several paradigms of such systems and supporting platforms have emerged, including well known P2P application paradigms such as Napster and SETI@Home, or P2P platforms such as JXTA, Edutella, and Gnutella. The definition of P2P services has been a highly debatable issue. Nonetheless, we can consider a P2P service as the provision of resources or the execution of tasks by one or more (temporarily provider) peers on behalf of one or more (temporarily user) peers in a P2P network. 

The intrinsic similarities between P2P systems and multi-agent systems facilitate the emergence of several scenarios for the integration of these two technologies. For example, P2P systems and P2P services may be regarded as the underlying infrastructure upon which multi-agent systems can be superimposed to facilitate the provision of complex interactions and behavioral patterns, extraction of higher level knowledge, etc. Such approaches exploit the inherent and multidimensional scalability (i.e. in terms of utilized nodes, content, processing power, etc.) capability of the P2P architecture to provide an enhanced environment for multi-agent systems. Likewise, agents may be regarded as nodes of a P2P network, which collaboratively perform the assigned tasks. Peers of such a P2P system are autonomous components that exhibit the behavior specified by their implementing agents. In that case, P2P networks are overlaying networks formed upon agents, which masquerade the underlying platform incompatibilities and convey the specified business logic.

Irrespectively of the integration scenario and the underlying implementation P2P platform, there are some distinct, fundamental concepts used for the characterization of P2P systems and P2P services. Peers constitute a prime element within a P2P network that can be organized in logical groups, called peer groups, which generally dictate that a set of P2P services be provided and consumed by their member peers. 

24.2 Abstract Syntax
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Figure 40 – Abstract syntax for the Agent P2P Service Modeling 

24.3 Class descriptions

24.3.1 Peer

A Peer is a node of a peer-to-peer network that acts both as a provider and requester of services offered by the nodes of the network. Usually, all peers in a network provide symmetric functionality and are organized according to specific network patterns e.g. hierarchical, mesh, etc. 

Generalization 

· Participant

Description

Peers are autonomous, independent software systems that communicate and collaborate with each other over the network. They share resources such as files, computation power or storage space with each other, thus facilitating the utilization of resources that reside at the edges of the network.

Peers may participate in more than one peer group that are logical sets of peers in a peer-to-peer network.

Attributes

No additional attributes.

Associations

· peergroups::PeerGroup[*]  Indicates the set of peer groups where a peer participates in. 

Constraints

A service provided by a Peer can be consumed by another Peer only.  

Semantics

A Peer provides for the description of a node of a Peer-to-Peer network. Peers are autonomous, independent software systems that communicate over the network for sharing resources such as computation power, files, storage space, etc.  Peers provide services that can be consumed by other peers only and are normally organized according to specific network patterns such as mesh, hierarchical pattern, etc. 

A Peer in UPMS extends the Participant which represents some concrete Component providing and/or consuming services. A Peer constrains the ability of a Participant to provide services that can be consumed by anybody, by dictating that services provided by Peers can only be consumed by other peers in the same network.

Notation

A Peer can be designated using the Component or Class/Classifier notation including the «peer» keyword.

Additions to UML 2.X

Peer is a new metaclass in UPMS extending UML2 Component with new capabilities.

24.3.2 PeerGroup

A PeerGroup is a logical group of peers, which may all provide a common set of services. 

Generalization 

· Classifier

Description

A PeerGroup is a logical set of peers. They may act as boundaries for various aspects such as security, or the utilization and provision of specific functionality.

Attributes

No additional attributes.

Associations

· /providedServices::Service[*] Indicates the set of services that the containing peers should provide.

· peers::Peer[*] Indicates the set of peers which are members of a peergroup

Constraints

No additional constraints

Semantics

A PeerGroup is a logical aggregation of a set of Peers that accommodate common features, e.g. by providing a common set of services. Such services are normally called Group Services since they are dictated by the group. 

A PeerGroup may also be regarded as the boundaries of a set of peers for various aspects such as security, or the provision of specific functionality.

Notation

TBS

Additions to UML 2.X

PeerGroup is a new metaclass in UPMS extending UML2 Classification.

25 Agents and Grid Service Modeling  

The Agent Grid and Cloud Service Modeling package contains the classes required to model Grid and Cloud Services for agent-based systems. 

25.1 Overview

Grids have emerged as a facilitator of the coordinated, large scale, distributed, resource sharing computing. Similarly to the P2P and agent-oriented paradigms, the prime objective of Grid computing is to facilitate the execution of user requests in a distributed fashion, but in a more structured and coordinated manner. Slightly after their inception, Grids have steered towards the service-oriented approach, thus giving rise to another materialization of the Service Oriented Computing (SOC) paradigm, namely Grid services.  

According to the WSRF specification, a Grid service is defined as a WS-Resource that represents the implicit coupling between a Web service and a stateful computing resource that the Web service manages. This coupling is implicit, as Web service consumers do not directly access the resource state, or the methods that manage this state. A resource is instantiated, manipulated, managed and finally destroyed as a result of one or more Web service operations invoked by a client, or, to be more precise, by the exchange of XML messages between the client and the service. The developer of the Web service may decide up to what extent the relationship between the Web service and the associated resources is exposed to the service consumer.

The need for integration of the Grid services paradigm and the agent-oriented paradigm is becoming more and more apparent within the currently forming computing era. Grid services are utilized as facilitators of the Cloud computing model, and their interoperation with agents will bring mutual benefit to both paradigms. Researchers have already started to visualize and implement scenarios where Grid services are mixed with multi-agent systems. Several issues, which are of significant importance to the Grid computing paradigm, are related to the discovery, negotiation, monitoring, etc. of resources and services. Agents can be utilized as facilitators of such problems providing a more enhanced and autonomic approach towards resolving such hindrances. Similarly, agents may also utilize the resources and services available in a Grid to perform their complex activities and tasks. Grid services provide the means to exploit the vast range of resources (e.g. content, processing power, bandwidth, etc.) available to a Grid. Thus, agents could tap these resources via the use of appropriate Grid services. 

25.2 Abstract Syntax

[image: image45.jpg]L] Servicelnterface

e GridServicelnterface "
{redefines type} * {redefines type}
. +protocol

+ requirecResource

GridRequisition + [specifiedResources Resource GridService
- - + frequiredResources

Class

7 Service
7 Requisition




Figure 41 – Abstract syntax for the Agent Grid Service Modeling

25.3 Class descriptions

25.3.1 GridRequisition

A point through which a consumer accesses capabilities provided by a Grid service provider. 

Generalization 

· Requisition

Description

A GridRequisition is a mechanism through which a GridService consumer accesses the capabilities of a Grid service and provides the Resources needed by a Grid service to perform its functionality. A GridRequisition specifies the required capabilities and the Resources it provides via the GridServiceInterfaces that defines its type.

Similar to the Requisition, a GridRequisition can be considered as the point of interaction between a Grid service consumer and a Grid service provider. A GridRequisition extends the Requisition with the ability to consume GridServices whose type is dictated by the associated GridServiceInterfaces and by specifying the Resources that these Grid services require for their operation.

Attributes

No attributes

Associations

· protocol:GridServiceInterface [*] Specifies the GridServiceInterfaces which define the capabilities that the GridRequisition is expected to consume and the Resources that it should provide in doing so

· /specifiedResources:Resource [*] Identifies the Resources that the GridRequisition will reference to a Grid service in order to utilize its capabilities. These Resources are derived by the Resources that the associated GridServiceInterfaces dictate as required when utilizing their specified functionality.

Constraints

No Constraints 

Semantics

The interfaces required by a GridRequisition are specified by the associated GridServiceInterfaces. The Resources referenced by a GridRequisition are those that are required by the associated GridServiceInterfaces.

Notation

TBS

25.3.2 GridService

A GridService may be defined as a loosely coupled Service with a Resource. 
Generalization 

· Service

Description

A Grid service (WS-Resource in the WSRF specification) is defined as a loosely coupled service with a stateful resource [2]. This coupling is expressed as an association of an XML document that has a defined type, with a service interface and is addressed and accessed according to the implied resource pattern [2].

A Grid service may be also defined informally as a service that is designed to operate in a Grid environment, and meet the requirements of the Grid(s) in which it participates. The term Grid refers to “a system that is concerned with the integration, virtualization, and management of services and resources in a distributed, heterogeneous environment that supports collections of users and resources (virtual organizations) across traditional administrative and organizational domains (real organizations)” [1]. 

A GridService -similar to the Service it extends- denotes the set of capabilities which are offered to its consumers as well as the Resources that a consumer should provide to the Grid Service in order to utilize its capabilities. A Grid Service instance can only be invoked if it has been associated to a Resource instance of the required Resource type. 

Attributes

No attributes

Associations

· /protocol:GridServiceInterface [*] {redefines type} Specifies the GridServiceInterface type of the Grid Service. The capabilities and the required resources of the Grid Service should be the ones specified in the GridServiceInterface.

· /requiredResources:Resource [*] Identifies the Resources that should be provided to the Grid Service in order to invoke its capabilities. This association is derived from the Resources required by the GridServiceInterface that defines the type of the Grid Service at hand.

Constraints

No Constraints 

Semantics

A GridService specifies the capabilities provided by a Participant and the Resources that a consumer must provide in order to utilize its capabilities. A GridService and a GridRequisition are typed elements whose type is specified by a GridServiceInterface. A GridService provides the capabilities that are specified by the associated GridServiceInterfaces and requires the specified Resources for their provision. 

Notation

TBS

Additions to UML 2.X

25.3.3 GridServiceInterface

Specifies the Interface of a GridRequisition and/or a GridService

Generalization 

· ServiceInterface

Description

A GridServiceInterface defines the way to interact with a GridService. It is used as a type or a protocol for a GridService and a GridRequisition similar to the way that a ServiceInterface is used. Further to the features provided by the ServiceInterface, GridServiceInterface addresses the specification of the Resources required for utilizing the capabilities of a GridService.

Attributes

No attributes

25.3.3.1 Associations

· requiredResource:Resource [*] Identifies the Resources that are required by a GridService in order to grasp its capabilities.

Constraints

No Constraints 

Semantics

A GridServiceInterface provides a description of the functionality provided by a GridService, the required Resources along with how one may interact with the service.

Notation

TBS

25.3.4 Resource

A resource is a stateful entity that can be either a software component (ranging from a simple file to a software system) or a hardware component (e.g. a lab instrument).

Generalization 

· Class

25.3.4.1 Description

A Resource is a stateful entity that could be either a software or a hardware component. In a Grid context a Resource may be also considered as a set of properties whose values are controlled by a GridService that is associated to that Resource. 

A Resource specifies a type whose properties are manipulated by an associated Grid service. It is instantiated, accessed and modified using the implied Resource pattern that has been specified in [1].

Attributes

No attributes

Associations

TBS

Constraints

No Constraints 

Semantics

A Resource is a representation of a software or hardware entity whose properties are controlled by an associated Grid service. It is also regarded as a state holder whose state can be accessed and modified using the related stateful services, i.e. Grid services.

Notation

TBS

25.4 Grid Service Alternative Class Description 

In this section we illustrate an alternative representation of the concepts used for the modeling of Grid services. Compared to the model presented in Figure 41, the one presented below (Figure 42) uses a different representation for the Resource element. Therefore, in order to avoid repetition, we will only describe the modified concepts.
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Figure 42: Alternative Grid Service model

25.4.1 Resource

A resource is a representation of a software or hardware entity. It comprises a set of properties that map to the entity’s properties.

Generalization 

· Type

Description

A Resource is regarded as a Type that comprises a set of properties. It is considered as a representation of a real entity that can be either a software or hardware component. Its properties can be accessed and controlled by an associated Grid service using the implied resource patter [1].

A Resource is also regarded as a state holder whose state can be accessed and modified using a related stateful service. 

Attributes

No attributes

Associations

TBS

Constraints

No Constraints 

Semantics

A Resource is a Type that consists of a set of properties. It is a representation of a stateful entity that could be either a software or hardware component. Its properties cannot be directly manipulated; instead they are accessed and managed only via an associate stateful service using the implied resource pattern [1].

Notation

TBS

[1] Foster, I., Kesselman, C., Tuecke, S., The Anatomy of the Grid, Enabling Scalable Virtual Organizations, Supercomputer Applications, 2001

[2] Czajkowski K., et al The WS-Resource Framework version 1.0, Whitepaper, http://www-106.ibm.com/developerworks/library/ws-resource/ws-wsrf.pdf, March 2004 

26 Agents and Cloud Service Modeling 

TBD.  (Arne)
26.1 Overview

The Agent Grid and Cloud Service Modeling package contains the classes required to model Grid and Cloud Services for agent-based systems.

26.2 Abstract Syntax

Figure 43 – Abstract syntax for the Agent Grid and Cloud Service Modeling

26.3 Class descriptions

26.3.1 …

Short description

Generalizations

· Generalization(s)

Description

Long description

Attributes

· Attribute name

Attribute description

Associations
· Association name

Association description 

Constraints

[4] Association name

Semantics

Semantics description

Notation

Notation description

Other AMP Considerations (Informative)
27 Policies and Contracts

As described in the OASIS Reference Model, a policy is an enforceable constraint or condition on the use, deployment, or description of an owned entity as defined by any participant.  A contract is a constraint that has the agreement of the constrained participants.

Policies and contracts have wide applicability. They are used to express security policies, service policies, relationships and constraints within the social structures that encapsulate service participants, management of services and many other instances. The enforcement of a policy or contract may be a part of the computing environment or it may be handled outside of the computing environment.

27.1 Goals of Policies and Contracts 

Policies should reflect the goals of governance or management processes.  The governance and management processes should use formal and standardized policy languages to enable the widest possible understanding and use of stated policies and contracts, and architecture components should be available to enable compliance. 

27.2 Policy and Contract Specification

The language used to describe policies and contracts inevitably constrains the forms and types of policies and contracts expressible in the description.  Formal policy language definitions are outside the scope of this specification.  For formal policy languages, standard specifications such as XACML and WS-Policy may be referenced.  Policy/Contract descriptions may be associated with a service through the Service Description such as defined by OASIS.  

Regardless of the language used to describe policies and contracts, there are certain aspects to capture in any system for the representation of policies and contracts such as: 

· how to describe atomic policy constraints

· how to nest policy constraints allowing for abstractions and refinements of a policy constraint

· how to reference policy constraints allowing for the reuse of a policy constraint

· how to define alternative policy constraints for the selection of compatible policy constraints between the consumer and provider

· policy versioning

· policy modules

27.3 Policy Constraints

Policies are often characterized in terms of permissions or about obligations. An overriding meta-constraint is that policy constraints (likewise contract constraints) should be enforceable.  A constraint that is not enforceable would be judged as a failure with in the agent ecosystem.

Policy - A policy represents some constraint or condition on the use, deployment or description of a resource as defined by a participant or, more generally, a stakeholder.

Contract - A contract represents an agreement by two or more participants to constrain their behavior and state. 
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Figure 44 Policies and Contracts (OASIS Reference Architecture)

28 Agent Directory Service

The basic role of the agent directory service is to provide a location where agents register their descriptions as agent directory entries. Other agents can search the agent directory entries to find agents with which they wish to interact.

The agent directory entry is a key-value tuple consisting of at least the following two key-value pairs:

Agent name - A globally unique name for the agent
Agent locator - One or more transport-descriptions, each of which is a self describing structure containing a transport-type, a transport-specific-address and zero or more transport-specific-properties used to communicate with the agent
In addition the agent directory entry may contain other descriptive attributes, such as the services offered by the agent, cost associated with using the agent, restrictions on using the agent, etc.

Note that the keys agent name and agent locator are short-form for the fully qualified names in the FIPA controlled namespace. See http://fipa.org/specs/fipa00001/SC00001L.html for further details.

28.1 Registering an Agent

Agent A wishes to advertise itself as a provider of some service. It first binds itself to one or more transports. In some implementations it will delegate this task to the message transport service; in others it will handle the details of, for example, contacting an ORB, or registering with an RMI registry, or establishing itself as a listener on a message queue. As a result of these actions, the agent is addressable via one or more transports.

Having established bindings to one or more message transport service the agent must advertise its presence. The agent realizes this by constructing an agent directory entry and registering it with the agent directory service. The agent directory entry includes the agent name, its agent locator and optional attributes that describe the service. For example, a stock service might advertise itself in abstract terms as {agent-service, com.dowjones.stockticker} and {ontology, org.fipa.ontology.stockquote}.
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Figure 45: An Agent Registers with a Directory Service
28.2 Discovering an Agent

Agents can use the service directory service to locate other agents with which to communicate. With reference to Figure 46, if agent B is seeking stock quotes, it may search for an agent that advertises use of the stockquote ontology. Technically, this would involve searching for an agent directory entry that includes the key-value-pair {ontology, {com, dowjones, ontology, stockquote}}. If it succeeds it will retrieve the agent directory entry for agent A. It might also retrieve other agent directory entries for agents that support that ontology.
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Figure 46: Directory Query
Agent B can then examine the returned agent directory entries to determine which agent best suits its needs. The agent directory entries include the agent-name, the agent-locator, which contains information related to how to communicate with the agent, and other optional attributes.

(The FIPA Agent Discovery Service Specification can be referenced at http://fipa.org/specs/fipa00095/index.html)

28.3 Service Directory Services

The basic role of the service directory service is to provide a consistent means by which agents and services can discover services. Operationally, the service directory service provides a location where services can register their service descriptions as service directory entries. Also, agents and services can search the service directory service to locate services appropriate to their needs.

The service directory service is analogous to but different to the service directory services; the latter are oriented towards discovering agents whereas the former is oriented to discovering services. In practice also, the two kinds of directories may have radically different reifications. For example, on some systems a service directory service may be modeled simply as a fixed table of a small size whereas the service directory service may be modeled using LDAP or other distributed directory technologies.

The entries in a service-directory-service are service descriptions consisting of a tuple containing a service-name, service-type, a service-locator and a set of optional service-attributes. The service-locator is a typed structure that may be used by services and agents to access the service.

The service directory entry is a key-value tuple consisting of at least the following key-value pairs:

Service-name - A globally unique name for the service
Service-type - The categorized type of the service
Service-locator - One of more key-value tuples containing a signature type, service signature and service address each

Additional service-attributes may be included that contain other descriptive properties of the service, such as the cost associated with using the service, restrictions on using the service, etc.

As a foundation for bootstrapping, each realization of the service directory service will provide agents with a service-root, which will take the form of a set of service-locators including at least one service directory service (pointing to itself).

29 Agent Directory Facilitator

A Directory Facilitator (DF) is an optional component of the agent platform, but if it is present, it must be implemented as a DF service. The DF provides yellow pages services to other agents. Agents may register their services with the DF or query the DF to find out what services are offered by other agents, including the discovery of agents and their offered services in ad hoc networks.  Multiple DFs may exist within an AP and may be federated. The DF is a reification of the Agent Directory Service in [http://fipa.org/specs/fipa00001/index.html].

29.1 Overview

A DF is a component of an AP that provides a yellow pages directory service to agents. It is the trusted, benign custodian of the agent directory. It is trusted in the sense that it must strive to maintain an accurate, complete and timely list of agents. It is benign in the sense that it must provide the most current information about agents in its directory on a non-discriminatory basis to all authorized agents. 

Every agent that wishes to publicize its services to other agents, should find an appropriate DF and request the registration of its agent description. There is no intended future commitment or obligation on the part of the registering agent implied in the act of registering. For example, an agent can refuse a request for a service that is advertised through a DF. Additionally, the DF cannot guarantee the validity or accuracy of the information that has been registered with it, neither can it control the life cycle of any agent. An object description must be supplied containing values for all of the mandatory parameters of the description. It may also supply optional and private parameters, containing non-standardized information that an agent developer might want included in the directory. The deregistration function has the consequence that there is no longer a commitment on behalf of the DF to broker information relating to that agent. At any time, and for any reason, the agent may request the DF to modify its agent description.

An agent may search in order to request information from a DF. The DF does not guarantee the validity of the information provided in response to a search request, since the DF does not place any restrictions on the information that can be registered with it. However, the DF may restrict access to information in its directory and will verify all access permissions for agents that attempt to inform it of agent state changes. A DF may also decide to restrict the visibility of the registered agent descriptions according to a certain policy. 

The default DF on an AP, if present, has a reserved AID of:

 

(agent-identifier
  :name df@hap_name[6]
  :addresses (sequence hap_transport_address))
 

The DF also provides discovery functionality in ad hoc networks, in which network nodes may frequently join and leave. It provides a high-level interface for agents thereby that hides the possible usage of various discovery middleware (DM), depending on the underlying ad hoc technology. Management Functions Supported by the Directory Facilitator

In order to access the directory of agent descriptions managed by the DF, each DF must be able to perform the following functions, when defined on the domain of objects of type df-agent-description in compliance with the semantics described in Section 6.1.2 of http://fipa.org/specs/fipa00001/index.html:

register
deregister
modify
search
 
A DF may be extended support the following directory subscribe mechanism.  For the subscribe mechanism a DF must implement the subscribe interaction protocol in order to allow agents to subscribe for being notified about registration, deregistration and modifications of certain agent descriptions. If implemented, the implementation of this protocol must comply with the semantics and syntax specified in section 4.1.4 (of http://fipa.org/specs/fipa00001/index.html).

29.2 Federated Directory Facilitators

The DF encompasses a search mechanism that searches first locally and then extends the search to other DFs, if allowed. The default search mechanism is assumed to be a depth-first search across DFs. For specific purposes, optional constraints can be used as described in Section 06.1.4 (of http://fipa.org/specs/fipa00001/index.html) such as the number of answers (max-results). The federation of DFs for extending searches can be achieved by DFs registering with each other with DF as the value of the type parameter in the service-description.

When a DF receives a search action, it may determine whether it needs to propagate this search to other DFs that are registered with it. It should only forward searches where the value of the max-depth parameter is greater than 1 and where it has not received a prior search with the same search-id parameter. If it does forward the search action, then it must use the following rules:

1.     It must not change the value of the search-id parameter when it propagates the search and the value of all search-id parameters should be globally unique.

2.     Before propagation, it should decrement the value of the max-depth parameter by 1.
30 Agent Trust

Introduction

An important aspect of the relationship between participants in a social structure is the trust that they have in their interactions with each other. Trust arises in situations where one actor interacts with another actor with the objective of getting the latter to perform some task or achieve some goal on behalf of the former.  

Goal Adoption - An actor may adopt a goal as a result of interacting with another actor.  

A consequence of an actor adopting a goal on behalf of another actor is that the actor becomes accountable to the latter for the successful satisfaction of the goal.  

Accountability - An actor is accountable to another actor when the former consents to achieve an identified goal.  

It is important to note that the goal adopted by one actor as a result of an interaction need not be the same goal as that of the originating actor. In many situations, the adopted goal is not all the same and may even be contrary to the desires of the original actor.  

For example, if an actor wishes to use a third party to securely transmit a message to an interaction partner, the actor needs the intermediary to adopt the goal of transmitting the message, potentially without even being aware of the actual goals involved.  

The foundation for successful interaction of this form between actors is their mutual trust in each other – counter-balanced by the risks perceived.  (This material is based on the OASIS Reference Architecture Foundation for  Service Oriented Architecture.)  
Trust

Trust is an actor’s private perception of the commitment another actor has to a goal together with an identifiable set of real world effects associated with that goal.  

Typically, it is not important to know how the real world effect may be realized, as the specific actions required may be private, but the trusting actor believes that these actions will be sufficient to result in the goal being satisfied.  

Trust should not be confused with the simpler, more technical concept, of one participant trusting that  their partner in an interaction is who they purport to be.  

Trust Decision - A trust decision is an internal action performed by an actor to make a commitment to perform an action in the future.  

When making a choice whether or not to trust an actor many factors may be important – an assessment of the trustworthiness of the parties involved, an assessment of the risks involved and a balance of the merits of making the choice.  

Evidence of Trust - Evidence of trust is the set of observable assertions that a stakeholder may use to measure trust.  

Trust is based on evidence available to the trusting actor.  The evidence may be physical artifacts or a set of information from which the trusting actor can assess the degree of trust.  The evidence may include a history of previous interaction with the trusting actor or can be based on the public reputation reflecting the experience of others in dealing with the prospective actor.  

Reputation - A social expression of the perception of trust.  

Trust is not binary, i.e. an actor is neither completely trusted nor untrusted, because there is typically some degree of uncertainty in the accuracy or completeness of the evidence. Trust is based on the confidence the trusting actor has in the accuracy and sufficiency of the gathered evidence.  

The degree of trust exists as a property of the trusting actor with respect to another actor or class of actors; the reputation of an actor or class of actors may predispose the trusting actor to a certain extent.   

If the trusting actor is aware that actions by numerous other actors are required in order to realize certain real world effects, the collection of trust applicable to each step may be considered a chain of trust.  

Chain of Trust - A chain of trust is an extended set of trust relationships between actors in which one actor trusts another by virtue of the fact that there is one or more intermediaries that are, in turn, trusted by the original trusting actor and also trust the target actor.  

Typically, chains of trust do not extend very far as the issues involved in perceiving the true intentions of actors are complex and inherently opaque.  

Risk - Risk is an actor’s private perception that another actor’s actions will impede the first actor’s objectives.  

An actorʼs actions are based on a combination of perceived trust and perceived risk. If there is little or no perceived risk, then the degree of trust may not be relevant in assessing possible actions.  For example, most people consider there to be an acceptable level of risk to privacy when using search engines, and submit queries without any sense of trust being considered.  

As perceived risk increases, the issue of trust becomes more of a consideration. There are recognized risks in providing or accepting credit cards as payment, and standard procedures have been put in place to increase trust or, at a minimum, bringing trust and risk into balance by mitigating risk. For interactions with a high degree of risk, the trusting actor requires stronger or additional evidence when evaluating the balance between risk and trust when deciding whether to participate in an interaction.  

31 Agent Service Policies

Introduction

The basic services offered by an agent platform to an agent are unconstrained. An agent may register any attributes that it chooses through the Agent Directory Service; it may use a message bus to communicate with any reachable agent using any available transport and messages of any size or encoding, and it may operate on behalf of any principal.

In practice, however, developers and users of multi-agent systems often wish to place strong constraints on the behavior of agents within agent environments. This especially means being able to apply and enforce these constraints and policies across distributed agents and systems. 

Typical constraints that we may wish to enforce include:

· Requiring that an agent use a particular encoding for its messages.

· Preventing an agent from communicating with non-local agents (agents which lie outside some domain, in the transport addressing sense of the word).

· Requiring than an agent select a particular quality of service (e.g. encryption, non-repudiation) when communicating with non-local agents.

· Preventing an agent from registering certain attributes with the Agent Directory Service unless it is operating on behalf of a particular principal.

· Limiting the total number of agents registered with a platform.

· Restricting access to certain host directories or setting ceilings on the amount of system resources that can be used.

All of these constraints may be expressed as constraints over agent platform services. There may be other types of constraint that we wish to apply to an agent X for example, requiring the use of a particular conversation policy when interacting with a particular class of agent, or preventing an agent from transmitting confidential data to a non-local agent X but these lie outside the scope of this specification.  (This material is based on the preliminary FIPA specifications for Policies and Domains Specification (http://fipa.org/specs/fipa00089/index.html)

Policies, Domains and Agent Platforms

A set of constraints is termed an Agent Service Policy. In this specification, we are only concerned with policies that are public, i.e., accessible to systems, machine readable, i.e., can be processed by computer systems and in particular declarative, i.e., amenable to inference.

Policies may be expressed in a variety of languages. At one extreme they may be written in some propositional or constraint language in terms of some kind of agent platform service ontology. There are a wide variety of simpler schemes, each of which gives up some types of expressivity. The choice of language will be affected by (at least) the following considerations:

· Composability - The ability to combine two or more policies.

· Computability - The ability to compute the legality of some service request.

· Efficiency - The resource cost of evaluating the legality of a request.

· Consistency - Whether it is possible to express or detect inconsistent or contradictory requirements.

· Expressivity - Whether it is possible to express the required constraints in the language.

· Equivalency - Whether it is possible to compute the functional equivalence of two policies (and so, for example, reduce "legality of request" to "membership of some class associated with a given policy").

We assume that there are fundamentally two kinds of policy constraints: those relating to permissions and those relating to obligations. Not all platforms require both kinds of policies; however this specification introduces architectural elements that correspond to both forms. These policies are often related: by entering into particular obligations an agent may acquire specific permissions; and vice versa: when an agent is given permission to access a shared resource, it may incur obligations as a result.

Associated with policies and the mechanisms required to support policy application is the concept of a contract. A contract is an agreement entered into by agents and services to be constrained by one or more sets of policy constraints. In addition to the architectural elements needed by platforms to support policy mechanisms a given reification of these architectural elements may also require the promise communicative act. A promise is a speech act uttered by an agent when it agrees to abide by a set of policy constraints.

Many policies are applied at the point where an agent invokes a service of the agent platform (what about invariants?). The constraints on the use of a service can be of many kinds: constraints on the parameters supplied by the agent (for example on the size or format of a message), and constraints based upon the state of the agent platform, including the history of the interactions between the agent and the platform. In order for a service request to be honored, an inference procedure must be used to verify that the applicability requirements of the service may be satisfied in relation to the policies in force.

In principle, the inference procedure can be performed for every service request performed by every agent on a platform. However this may be prohibitively expensive from a computational standpoint. There are also situations when it is desirable to ask whether or not a request, or set of requests, would be permitted if an agent were to make them. (For example, a mobile agent might wish to know this before deciding whether to move to a particular agent platform.)

It is common to associate policy mechanisms with policy domains. A policy domain is simply a set of agents that is characterized by a set of policies. However, there are many benefits to constructing explicit domains: as aids to efficiently applying policies for example. The infrastructure needed to support policy domains typically includes constructs such as domain managers, etc.

Policy domains enable agent users to be assured of policy uniformity across multiple platforms and hosts, as long as semantically equivalent monitoring and enforcement mechanisms are available across those platforms and hosts. Under these conditions, it follows that a given domain could extend across host boundaries and, conversely, multiple domains could exist concurrently on the same host. With respect to platform independence, it should be possible for agents running on the same platform to be in different domains (for example, a resident and a visiting mobile agent running on the same platform may belong to different domains having more or less restrictive security privileges).

It is easy to imagine that agents might want to simultaneously belong to multiple domains. For example, it might be useful to structure an agent application as a series of hierarchically nested sub-domains. It might also be useful in some instances to specify a policy that precludes an agent from simultaneously belonging to more than one domain (e.g., if two domains are governed by incompatible security policies). Simultaneous membership of agents in multiple domains raises a number of currently unsolved technical issues.

Policy Scenarios

In this section, we identify a number of use case scenarios that illustrate many of the classical situations where policies and policy enforcement are relevant. They cover a range of situations that we may expect to encounter in policy application.

The scenarios are abstract in nature, rather than examples of concrete situations. Their emphasis is on illustrating the many different situations that policies may be applied and the kind of architectural support that would be required on Agent Platforms in order to support them. For the sake of continuity and comparison each of the use case scenarios is expressed using aspects of lawyer-client interaction.

Access Use Case

Description
Many policies relate to the provision of shared resources to agents. Shared resources are often constrained by quality of service constraints, access constraints and availability constraints. A key aspect of this class of policy scenarios is that an owner of each resource must be identifiable (which may or may not be an agent) and that an owner be responsible for applying any policy constraints to the resource.

This scenario is characterized by a set of resources, methods for accessing those resources, ownership of the resources and quality of service constraints upon the resources.

Scenario 
The resource may be viewed as an entity offering a selection of legal services: a lawyer agent. To apply for access to the resource, an agent must present its credentials and requirements to the lawyer.  The lawyer agent applies policy constraints to the request, relating to its contractual requirements of the client agent.  The result is a 'quality of service' specification that constrains the set of actions that the client agent may perform on the lawyer resource.

Social Grouping Use Case

Description
There may be policy constraints on the permissible communication between agents based on external attributes of those agents. 

In many situations agents with access to one set of resources are not permitted to communicate with agents that have access to other resources. For example, in a merchant bank, agents (typically human agents) who have access to the stock market - i.e., are able to buy and sell stocks and shares, are not permitted access to financial services such as loan arrangements. This is the so-called 'Chinese Wall' encountered in larger merchant banks and represents the conditions that legislation imposes on merchant banks to allow them to do business in multiple sectors. 

These policy constraints are therefore strongly connected to groups of agents rather than the ability of individual agents to access resources.

Scenario 
The different groups of agents in a merchant bank are divided into disjoint domains. An agent is required to register with a domain, either the stock domain or the mortgage domain (say), in order to communicate with agents in those domains.

An agent enters a domain by registering with the domain manager of that domain. Once registered, the agent is permitted to send and receive messages from agents in the same domain. In general, an agent may be permitted to be a member of several domains; depending on the policy constraints of the various domain managers.

This policy is enforced by preventing agents in one domain from communicating with agents in another domain.

In addition to preventing communication, other restrictions may include hiding agent descriptions: a directory service can hide information about agents to non-member agents. 

Obligation Use Case

Description
Agents may enter into agreements that oblige them into a certain future behavior. Obligation constraints cannot be enforced a priori, however sanctions can be applied to agents that fail to meet their obligations.

There are many situations where an agent may be obliged to perform a task: for example, a clock agent will enter into an agreement to send a message at specific intervals, a database update agent will agree to inform the requester that an update has taken place within the database and a file printing agent will agree to print a file within some interval or at an agreed time.

An important service that can support obligations is the reputation service (see Section Reputation Service). Such services provide a means for agents to 'complain' about other agents' failure to meet obligations and for agents to verify the reliability of other agents before entering into agreements.

Scenario
A lawyer agent agrees the terms of legal contract with a client. After contractual negotiation between the lawyer and client the terms are submitted to a recognized reputation service.  The client agent notices that an action required of the lawyer agent has not taken place and files a complaint with the reputation service.  A subsequent query to the reputation service reveals that the lawyer agent failed to complete on a contractual obligation, thereby potentially affecting future agreements clients.

Compositional Use Case

Description
An agent may require or be required to enter into several conjunctive policies. The relationship between the individual policy expressions may vary in strength, from weak influence to a strong propositional binding. Compositions may be changed dynamically (in agreement with a policy authority) through the addition, modification or removal of constraint clauses. 

Constraint clauses may be: directly conjunctive to those describing the policy expression, at an upper-level changing the context of the policy, or at a sub-level modifying an individual constraint by adding a conditional factor. 

Scenario 
An agent that has an active contract with a lawyer agent may wish to augment the contract policies with respect to a specific legal scenario.  This implies retention of the original contract policy with an extension for the additional requirements, resulting in a new, composed policy expression.

Refrain Use Case

Description
An agent may be required to subjectively refrain from a particular action or set of actions according to the policy constraints governing its interactions with other agents. 

This implies that no direct intervention is required on behalf of another agent or policy authority. Rather the agent knows that it must refrain from an action, perhaps one requested by another agent, in accordance with its policy constraints.

Scenario 
A client agent wishes to express to a Lawyer agent that legal action should always be taken autonomously in regard to a specific case instance, with the exception that on the satisfaction of certain constraints the Lawyer should refrain from action.

The lawyer agent may be authorized to proceed with legal action with the constraint that no contact is to be made with agent X at any time. The lawyer agent will exert a refrain if such an instance arises.

Content Use Case

Description
Agents often apply policy constraints to their interactions with other agents. Policy driven agents such as these may publish public policies to guide interactions with other agents.

 For example, an agent may choose to constrain the form of messages it receives from other agents, and publish those policies in a way that is revealed to certain other agents. This may perhaps include requirements that messages are signed or have specific content attached.

Scenario 
A Lawyer agent may only interact with a client agent if the messages contain a form of payment.

The client agent must therefore ensure that, in addition to any of its own requirements, any messages it sends to the Lawyer agent contain some form of payment.

A third party, such as a bank service, may be involved to provide the client agent with appropriate modification to its messages thereby ensuring the Lawyer agent recognize the payment portion of the message content.

System Configuration Use Case

Description
In addition to individual agents entering into individual obligations, a group or system of agents (and services) may enter into coordinated performance related obligations. For example, a group of agents may guarantee to provide high availability for an explicit period.

Such obligations may not, in fact, be honored by individual agents but by the agent system as a whole; and therefore will typically require monitoring and maintenance services.

Scenario
A group of agents is required to offer continuous high availability, with automatic reconfiguration as necessary.  A monitoring agent is used to observe the health of this group of agents and exert control if necessary. For example, if it observes that one or more agents are not performing as expected, it can compensate by adjusting the properties of the offending agents or by launching additional agents to offset the performance deficit.  Such a group service may be governed by service level agreements established between the agents and the monitoring agent.

Cooperation use case

Description
This is an agreement to agree between agents. For example, an agent may enter a non-antagonistic posture agreement with other agents incorporating guarantees and obligations on future behavior. This amounts to a sharing of goals between agents.

Scenario
In the Lawyer-client scenario, the client can pay a retainer to the Lawyer agent thereby creating a co-operational stance between the two.  The client can then make requests without submitting further payment for the duration of the contract. This may require use of a reputation service to which a client agent may submit a complaint if the Lawyer agent refuses a request covered by the cooperation agreement.

Delegation Use Case

Description
An agreement where an agent delegates authority or obligation. For example, an agent may choose or be forced to defer authority on a particular stance, to another agent or group of agents. In the case where an agent segments a policy governed task and delegates it across a number of other agents, the policy should be transposed according to the actions of each delegated task segment.

In terms of contractual obligations, an agent may delegate only if the authority governing the obligation is aware of and accepts the action.

Scenario
The Lawyer agent may delegate a contractual obligation to a 'legal specialist' agent, perhaps operating within the same legal entity.  The delegatee is then required to meet the contractual obligations (or agreed subset thereof) specified by the delegator and agreed with the policy authority.  This requires the policy authority managing the contract, say a guard mechanism, to accept the delegation and make appropriate changes to the contract terms.

Meta Order Use Case

Description
A meta-order policy governs the nature of other policies. For example, it may specify that all agreements between agents must involve a 'consideration' on both sides. (In Anglo-Saxon law, it is not possible to have a contract without something of value being exchanged between all participating parties.)

Scenario
In the Lawyer-client scenario; the exchange of information between the two parties may be governed by the mutual-consideration meta-order policy.  In such a case, the reputation service must ensure that the client agent receives information from the Lawyer agent sufficient to represent any payment made.  Therefore, when a reputation service is asked to validate an agreement, it must verify that it contains an co-exchange of appropriate value. It will refuse to validate non-conforming agreements.

High-Order Use Case

Description
A higher order constraint is parameterized by other constraints. This is a form of dependency amongst constraints; however, it is different to normal conjunction (which is implied by policy inheritance for example), in that a higher-order policy refers explicitly to a `policy variable'.

Scenario
A contract specifies that in the event of a dispute, the conflict resolution procedure associated with the domain that a particular agent is in should be used.

Trust Use Case

Description
Multiple levels of security may govern the relationships between agents and establishing a level of trust constrains the type of agreement relationships agents can enter into. A particular trust level, indicated by a label or directly by a set of policies, defines the constraints applicable to a given relationship.

Scenario
A new agent registers with a domain manager in order to interact with other agents within the domain. The manager determines an appropriate trust level to assign the new agent and thereby a set of policies governing its interaction with other agents within the domain.

Architectural Elements Needed to Support Policies

The elements of the policies and domains framework are defined here. For each element, the semantics are described informally followed by the relationships between the element and others.

Policy Structures

Policy

A policy is a constraint or set of constraints on the behavior of agents and services.

We are concerned with policies that are both public, i.e., available for inspection by third parties (although with obvious caveats regarding access control) and machine readable, i.e., a software system should be able to interpret a policy statement and determine legal courses of action.

Types of constraints are defined as:

· Structural constraints specify policies about agents, their states, relationships, and communications that should not be violated. For example, a purchasing agent that is on probation may not place more than three orders. Or, there may never be more than seven agents bidding for a given item. The requirement that all messages must be encoded in a particular manner is another example of a structural constraint.

· Operational constraints specify policies about agent behavior that should not be violated. For example, an Order agent may not close a particular order unless it has been shipped and paid for. Or, an Order may only be cancelled in it has not yet been shipped. Interaction protocols are also an example of operation constraints.

Policy Language

The language used to express policy statements and contracts. Semantically, a policy statement and contract are equivalent: they express an agreement between an agent and other agents and/or services that constrain the behavior of both.

We are assuming that policy languages are declarative. This fits with the overall FIPA methodology as well as providing a number of substantial benefits to policy developers and policy mechanism implementers.

Logically, a policy statement takes the form of a conjunction of implications: when a condition holds then an action is permitted, prohibited or whatever. In fact, the consequence of a policy rule need not be limited to single actions: it may also denote an enabling condition which allows other policy rules to trigger.

In addition to standard predicate logic, we envisage a policy language having built-in ontologies for the concepts of action, permission, and obligation. For example, SL can be straightforwardly extended to include permission and obligation in a manner similar to its model for action.

Policy Library

A set of rules that form coherent collections of policy statements. A policy library may introduce higher-level policy concepts (for example, National Security Classification) to simplify the task of generating specific policy rules for agents and services.

Interpretation Engine 

An interpretation engine is a mechanism for interpreting a set of policy rules and a proposed action to determine if the action is legal according to the policy rules. It is possible that for certain classes of policy languages an interpretation engine could also determine that a particular action is required at a given situation. However, in general this is a hard problem.

The interpretation mechanism uses:

· Inference rules that state if a certain facts are true, a conclusion can be stated of inferred.

· Computation policies that define how to derive results via algorithms. For example, the net price of a product can be computed as follows: (product price * (1 + tax percentage / 100)). Or, the set of all Managing Salesperson agents can be computed as the intersection of all Manager agents and Salesperson agents.

Distribution Mechanism

A distribution mechanism is a means for distributing policy rules from originating authorities to mechanisms that have the ability and responsibility of applying policies.

Conversation Policy 

A number of research groups are working to extend the concept of FIPA interaction protocols to accommodate recent research in agent conversation policies.

Conversations are sequences of messages involving two or more agents intended to bring about a particular set of (perhaps jointly held) goals. In contrast to early agent communication research, agent researchers now acknowledge that agent communication is better modeled when conversations rather than isolated messages are taken as the primary unit of analysis.

Conversation policies are declarative specifications that govern specific instances of communications between agents using an agent communication language. Contrary to current transition net approaches to specifying FIPA interaction protocols, recent research suggests conversation policies are best represented as sets of fine-grained constraints on ACL usage. These constraints define the computational process models that are implemented in agents. The key notions here are: 

· Conversation policies provide a level of analysis that abstracts from the actual propositional content, agent communication language, and implementation of individual conversations.

· Conversation policies help ensure reliable communication between agents whilst simplifying any inference required in determining which communicative act or other action should be made in response to a message.

The abstract architecture specifies a set of abstract objects that allow for the explicit representation of "a conversation", i.e. a related set of messages between interlocutors that are logically related by some interaction pattern. It is desirable that this property be achieved by the minimum of overhead at the infrastructure or message level; in particular, it is important that interoperability remain un-compromised. For example, a concrete implementation may deliver messages to conversation-specific queues based on an interpretation of the message envelope. To achieve interoperability with an agent that does not support explicit conversations (i.e. which does not allow individual messages to be automatically associated with a particular higher-level interaction pattern), it is necessary to specify the way in which the message envelope must be processed in order to preserve conversational semantics. 

Enforcement mechanisms

The two classes of constraints, corresponding to prohibitions and obligations, require different kinds of enforcement mechanisms. The former can be supported with policy domains and the latter with reputation services.

Guards

An active computational element that interprets high level policies and ensures their enforcement in a platform-specific way. Permissions are necessarily enforced in a different fashion than obligations. Permissions are granted or not before an action is taken; whereas one can only monitor an agent's performance on its obligations and apply necessary remedies after the fact. (Include examples of exception handling here, e.g., rollback.)

Sanctions

Violations of policy can result in remedies being applied to the offending agent; e.g., restrictions on the future behavior of an agent, price controls, reduction in access. An indirect consequence of policy violation can also be that other agents choose not to communicate with an offending agent. The most extreme form of sanction could be loss of domain membership and even termination.

Policy Exception

An event raised as a consequence of a policy violation. 

Reputation Service

Is a service that allows agents and services to monitor the public performance of agents and services in terms of their compliance to publicly entered-into policy agreements.

A reputation service takes the role of a trusted third party that agents and service providers may use to monitor compliance with agreements. Reputation services are one of the few mechanisms that are able to enforce obligations; since obligations cannot be prevented but only required.

A typical use of a reputation service is for all parties to an agreement to `escrow' their agreement with the reputation service. If one of the parties determines that another party has defaulted on an obligation it may lodge a complaint with the reputation service.

In software systems the concept of a legal remedy may seem moot; however, simply recording instances of default and offering that information to others querying the service may be a powerful deterrence mechanism. If an agent defaults on an obligation, other agents and services may become more reluctant to offer it facilities if they are able to query a reputation service.

Policy Domain 

A set of agents to which a given set of policies apply. In certain cases it may be possible to use domain membership as a shorthand for applying the policy constraint inference procedures. In other words, the inference that a particular service request is consistent with the policies in force in a given context may be reduced to the tests that (1) the domain policies are consistent with the agent platform and (2) that the agent is a member of the domain.

A major purpose of Policy Domains is to ensure consistency of policy across a set of agents potentially running on different agent platforms and hosts. This can be accomplished as long as semantically equivalent monitoring and enforcement mechanisms are available across those platforms and hosts. Under these conditions, it follows that a given domain could extend across host boundaries and, conversely, multiple domains could exist concurrently on the same host. With respect to platform independence, it should be possible for agents running on the same platform to be in different domains (for example, a resident and a visiting mobile agent running on the same platform may belong to different domains having more or less restrictive security privileges).

Domain Manager

An agent domain consists of a unique instance of a domain manager along with any agents that are registered to it. The function of a domain manager is to serve as a single point of administration for policy management, i.e., configure, re-configure, store, publish and enforce where possible the set of policies declared for that domain.

Domain Management

It is possible to define domains that explicitly require registration, as well as domains that require no registration, or subordinate registration to other elements of the FIPA environment, such as physical agent platforms. In this specification, we are only concerned with policy domains that are active, and have explicit notions of domain membership (i.e., there is an explicit list of agents that are members of a given domain).

Directory Functions

Provides services for agents register directory-entries. Other agents can search the directory-entries to find agents with which they wish to interact. In other words, it provides services for registration, lookup, discovery, authentication, etc.

Conflict Resolution

Resolves conflicts that may arise between any combination of: agent, domain, host, and computational environment.  

Policy Derivation

(rule generation)

Policy Change Notification

(broadcast/sub-domain broadcast).

Querying of Domain Policies

32 Agents and Semantic Web Services

TBD. 
33 AMP Relationship to other OMG Standards

TBD.
34 AMP Relationship to other non-OMG Standards

TBD.
35 EMP Relationship to AMP

TBD.
Annexes
Annex A: What is an agent?

Imagine sitting in the park on a nice summer day and a flock of birds sweeps the sky.  One moment they are circling, another they dart to the left or drop to the ground.  Each move is so beautiful that it appears choreographed.  Furthermore, the movements of the flock seem smoother than those of any one bird in the flock.  Yet, the flock has no high-level controller or even a lead bird.  Each bird follows a simple set of rules that it uses to react to birds nearby.  When Craig Reynolds of DreamWorks developed his simulation, each bird behaved basically according to the following rules (http://www.red3d.com/cwr/boids/):

· Maintain a minimum distance from other objects, including other birds.

· Be sociable (i.e., try to match velocities with other birds, if they are nearby, and move towards the perceived center of their group).  

The flock is organized without an organizer, coordinated without a coordinator.  Flocks of birds are not the only things that work like this.  Bee hives, ant colonies, freeway traffic, national and global economies, societies, and immune systems are all examples of patterns that are determined by local component interaction instead of a centralized authority.  For IT applications, this can include order processing, supply chain, shop-floor control, inventory management, message routing, multiple database management, operating systems, and self-healing middleware.  In other words, a decentralized approach is particularly suitable for agents and should be considered where local components have some degree of control (instead of limiting your approach solely to the centrally organized one traditionally employed by IT).  After all, if New York City can maintain a two-week supply of food with only locally made decisions, why can't a supply chain system perform in a similar manner?  Agents can be designed to behave in a hierarchical manner.  However, the strength of agents is that they can used in both hierarchical and collaborative ways–whereas conventional approaches lack such flexibility and scalability

Conventional objects can be thought of as passive, because they wait for a message before performing an operation.  Once invoked, they execute their method and go back to “sleep” until the next message.  A current trend in many systems is to design objects that both react to events in their environment and are proactive.  In UML 2.0, these are known as active objects; in the agent community, they are known as agents.  Whether they are called active objects or agents, this new direction is going to change radically how we design systems. It is a way of providing very fined-grained distributed processing, where each processing unit, or agent, can interact with others.  Here, entire “social” systems, based on these autonomous and interactive processing units, are possible.

The basic dictionary definition of agent is something that acts—sometimes on behalf of another.  However, for developing business and IT systems, such a definition is too general.  While an industry-standard definition of agent has not yet emerged, a basic working definition is:

  An agent is an autonomous entity that can adapt to and interact with its environment.

Agents, then, can be software agents, hardware agents, firmware agents, robotic agents, human agents, and so on.  While software developers naturally think of IT systems as being constructed of only software agents, a combination of agent mechanisms might in fact be used from shop-floor manufacturing to warfare systems.  That is why the definition is so general.

Whether or not you restrict your view of agents to the software variety, most agree that agents deployed for IT systems are not useful without the following three important properties: 
· Autonomous - is capable acting without direct external intervention.  Agents have some degree of control over their internal state and can act based on their own experiences. They can also possess their own set of internal responsibilities and processing that enable them to act without any external choreography.  When an agent acts on behalf of (or as a proxy for) some person or thing, its autonomy is expected to embody the goals and policies of the entity that it represents.

· Interactive - communicates with the environment and other agents. Agents are interactive entities because they are capable of exchanging rich forms of messages with other entities in their environment.  These messages can support requests for services and other kinds of resources, as well as event detection and notification.  They can be synchronous or asynchronous in nature.  The interaction can also be conversational in nature, such as negotiating contracts, marketplace-style bidding, or simply making a query.

· Adaptive - capable of responding to other agents and/or its environment. Agents can react to messages and events and then respond appropriately.  Agents can be designed to make difficult decisions and even modify their behavior based on their experiences.  They can learn and evolve. 

For a more expansive discussion of agents and how they are being used, see http://www.jamesodell.com/WhyShouldWeCareAboutAgents.pdf.  If you want to understand the underlying properties of agents better, see http://www.jamesodell.com/WhatIsAnAgent.pdf.

Annex B: Terms and Definition (Informative)
The terms and definitions are referred to in the AMP specification and are derived from multiple sources included in the Normative References section of this document.

Meta-Object Facility (MOF)

The Meta Object Facility (MOF), an adopted OMG standard, provides a metadata management framework, and a set of metadata services to enable the development and interoperability of model and metadata driven systems. Examples of these systems that use MOF include modeling and development tools, data warehouse systems, metadata repositories etc. 

Object Constraint Language (OCL)

The Object Constraint Language (OCL), an adopted OMG standard, is a formal language used to describe expressions on UML models. These expressions typically specify invariant conditions that must hold for the system being modeled or queries over objects described in a model. Note that when the OCL expressions are evaluated, they do not have side effects; i.e. their evaluation cannot alter the state of the corresponding executing system. 

Ontology Definition Metamodel (ODM)

The Ontology Definition Metamodel (ODM), as defined in this specification, is a family of MOF metamodels, mappings between those metamodels as well as mappings to and from UML, and a set of profiles that enable ontology modeling through the use of UML-based tools. The metamodels that comprise the ODM reflect the abstract syntax of several standard knowledge representation and conceptual modeling languages that have either been recently adopted by other international standards bodies (e.g., RDF and OWL by the W3C), are in the process of being adopted (e.g., Common Logic and Topic Maps by the ISO) or are considered industry de facto standards (non-normative ER and DL appendices).

Platform Independent Model (PIM)

A platform independent model is a view of a system from the platform independent viewpoint. A PIM exhibits a specified degree of platform independence so as to be suitable for use with a number of different platforms of similar type. Examples of platforms range from virtual machines, to programming languages, to deployment platforms, to applications, depending on the perspective of the modeler and application being modeled.

Platform Specific Model (PSM)

A platform specific model is a view of a system from the platform specific viewpoint. A PSM combines the specifications in the PIM with the details that specify how that system uses a particular type of platform.

Unified Modeling Language (UML)

The Unified Modeling Language, an adopted OMG standard, is a visual language for specifying, constructing and documenting the artifacts of systems. It is a general-purpose modeling language that can be used with all major object and component methods, and that can be applied to all application domains (e.g., health, finance, telecommunications, aerospace) and implementation platforms (e.g., J2EE, .NET).

XML Metadata Interchange (XMI)

XMI is a widely used interchange format for sharing objects using XML. Sharing objects in XML is a comprehensive solution that builds on sharing data with XML. XMI is applicable to a wide variety of objects: analysis (UML), software (Java, C++), components (EJB, IDL, CORBA Component Model), and databases (CWM). 

eXtended Markup Language (XML)

Extensible Markup Language (XML) is a simple, very flexible text format derived from SGML (ISO 8879). Originally designed to meet the challenges of large-scale electronic publishing, XML is also playing an increasingly important role in the exchange of a wide variety of data on the Web and elsewhere. RDF and OWL build on XML as a basis for representing business semantics on the Web. Relevant W3C recommendations are cited in the RDF and OWL documents as well as those cited under Normative References, above.
Annex C: Agent Glossary (Informative)
The terms and definitions are referred to in the AMP specification and are derived from multiple sources included in the Normative References section of this document.  The following terms are referenced in this document.  These agent-related terms and their definitions are meant to establish a first common (yet not formal) understanding of them – in the context of agents and agent-based systems.  

adaptive – the capability of an agent to respond to other agents and/or its environment. Agents can react to messages and events and then respond appropriately.  Agents can be designed to make difficult decisions and even modify their behavior based on their experiences.  They can learn and evolve.

agent  - an autonomous entity that can adapt to and interact with its environment. An agent can be human, machines, software, or any other entity that act as an agent.  A software agent, then, is an entity that interacts with its environment and has some degree of autonomy. 

agent communication language (ACL)  - a language for agent communications.  Most ACLs rely on speech act theory developed by Searle in 1960 and enhanced by Winograd and Flores in the 70s and define a set of performatives and their meaning (e.g. ask-one). 
To make agents understand each other they have to not only speak the same language, but also have a common ontology. An ontology is a part of the agent's knowledge base that describes what kind of things an agent can deal with and how they are related to each other.  The body of the communication can be stated in terms of known and declared syntax (e.g., Prolog, SQL, Java).

agent interaction protocol (AIP)  - a communication pattern as an allowed sequence of messages between agents and the constraints on the content of those messages.  The actual messages within an AIP employ ACL syntax.

autonomy - the condition of not being dependent on another entity for some resource (e.g., data or process).  Autonomy involves a degree of independence.  An entity can depend on another entity for some resources and not others.  The entity, then, is considered autonomous only in respect to those resources for which it is not dependent on other entities.

BDI - The Belief-Desire-Intention (BDI) software model (usually referred to simply, but ambiguously, as BDI) is a software model developed for programming intelligent agents. Superficially characterized by the implementation of an agent's beliefs, desires and intentions, it actually uses these concepts to solve a particular problem in agent programming. In essence, it provides a mechanism for separating the activity of selecting a plan (from a plan library) from the execution of currently active plans. Consequently, BDI agents are able to balance the time spent on deliberating about plans (choosing what to do) and executing those plans (doing it). A third activity, creating the plans in the first place (planning), is not within the scope of the model, and is left to the system designer and programmer.

belief - represent the informational state of the agent - in other words its beliefs about the world (including itself and other agents). Beliefs can also include inference rules, allowing forward chaining to lead to new beliefs. Typically, this information will be stored in a database (sometimes called a belief base), although that is an implementation decision.  
Using the term belief - rather than knowledge - recognizes that what an agent believes may not necessarily be true (and in fact may change in the future).

capability – the capacity, power, or fitness for some specified purpose or activity. The capability of an agent is the ability of the agent to take in, receive, contain, or hold; have room or capacity to generate an outcome that achieves a real world effect. 

contract – agreements among entities. The contract may reconcile inconsistent policies asserted by the participants or may specify details of the interaction.  Service level agreements (SLAs) are one commonly used category of contracts. In SOA, references to contracts under which a service can be used may also be included in the service description. Furthermore, to enable automated entities to use a contract specification in a machine-readable form, the specific representation of the policy must employ a formal contract language(s). Contracts may also be created by entities (e.g. consumers, providers, and organizations) dynamically.

credentials – The role and/or set of attributes a stakeholder uses to determine authorization to actions. 

desire - represents the motivational state of the agent. It represents an objective or situation that the agent would like to accomplish or bring about. Examples of desires might be: find the best price, go to the party or become rich.  Usage of the term goals adds the further restriction that the set of goals must be consistent. For example, one should not have concurrent goals to go to a party and to stay at home - even though they could both be desirable.

event and related terminology – See the industry terminology being developed at http://complexevents.com/?p=195 , with which this document is compliant.

goal – a desired result or end state that is brought about or sustained by some means.  A goal can be quantified using an objective.  

community - a collection of agents associated by some common interest or purpose.  It is a composite structure consisting of interrelated roles, where each of the community’s roles has any number of agent instances. Corporations, institutions, unions, and governments are examples of such communities .  A community may (or may not) be declared to an agent in its own right, depending upon whether or not the community satisfies the notion of agent, above.

holarchy - A system of holons that can cooperate to achieve a goal or objective. The holarchy defines the basic rules for cooperation of the holons and thereby limits their autonomy.

holon - An autonomous and cooperative building block of a manufacturing system for transforming, transporting, storing and/or validating information and physical objects. The holon consists of an information processing part and often a physical processing part. A holon can be part of another holon.

holonic – in agent systems: (a) typically refers to Holonic Manufacturing Systems (HMS);  (b) has become more generalized in the agent community to refer to holonic multiagent systems as a theory that provides a methodology for the recursive modelling of agent communities  and to allow for dynamic reorganization during runtime.  This theory is generalized from the approach and research in Holonic Manufacturing Systems.

Holonic Manufacturing Systems (HMS) – a consortium is to translate the concepts that Koestler developed for social organizations and living organisms into a set of appropriate concepts for manufacturing industries. The goal of this work is to attain in manufacturing the benefits that holonic organization provides to living organisms and societies, e.g., stability in the face of disturbances, adaptability and flexibility in the face of change, and efficient use of available resources. (http://hms.ifw.uni-hannover.de/)

holonic organization – (see holarchy)

identity - unique characteristic by which an agent is recognized or known.

intent – (see intention.)

intention - represents the deliberative state of an agent: i.e., what the agent has chosen to do. Intentions are desires to which the agent has to some extent committed (in implemented systems, this means the agent has begun executing a plan).

interactive – the ability [of an agent] to communicate with its environment and other entities. Agents are interactive entities because they are capable of exchanging rich forms of messages with other entities in their environment.  These messages can support requests for services and other kinds of resources, as well as event detection and notification.  They can be synchronous or asynchronous in nature.  The interaction can also be conversational in nature, such as negotiating contracts, marketplace-style bidding, or simply making a query.

means – the resource(s) that an entity has decided to employ to become to achieve its goal. A means is a resource, such as some device, capability, regime, technique, policy, agency, instrument, or method that may be called upon, activated, or enforced to achieve its goals.  

objective – a desired result or end state that quantifies the desired result. An objective must have an end date, and criteria to determine whether it has been reached or not. Objectives provide the basis for measuring whether progress is being made towards Goals.

plan - sequences of actions that an agent can perform to achieve one or more of its intentions. Plans may include other plans: my plan to go for a drive may include a plan to find my car keys.  Plans are commonly only partially conceived initially, with details being filled in as they progress.

policy – a rule that prescribes the conditions and constraints that governs entity behavior.  The will involve rules that define, for example, permissions, prohibition, and obligations.  Furthermore, to enable automated entities to use a policy in a machine-readable form, the specific representation of the policy must employ a formal policy language(s). Policies may also be asserted by entities (e.g. consumers, providers, and organizations) dynamically.

resource - any entity that can be used by a process to achieve some goal (such as producing a product). It provides a means to an end by supplying some want or deficiency; it can come from stock or a reserve upon which one can draw when necessary. Resources can be items that may be services or assets (e.g., data, raw materials, finished goods, employees, or equipment). A resource is any entity of some perceived value.

role - a named set of features defined over a collection of entities participating in a particular context.  The features of a role can include (but not be limited to) activities, permissions, responsibilities, and protocols.  A role is a part that is played by an actor.  As such, it can also be specified in interactive contexts, such as collaboration, cooperation, and competition.  A role is type of class or agent type.

trust - the relationship, as perceived by a stakeholder, between a participant and a set of actions and events, which concerns the legitimacy of the agent’s actions and reported events.

value proposition – the value an entity intends to provide to others ; the consumers have goals A value-proposition typically contain at least five elements:

   1. current state (including problems, causes and effects)

   2. target state (goal)

   3. when to reach the goal ( part of the objective)

   4. cost of reaching the goal and the opportunity cost analysis

   5. the benefits of both the goal-targeting and the goal-achievement phases

Annex D: Diagrams

TBD.
Annex E: Resolution of RFP Mandatory and Optional Requirements

TBD.
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�For a further history and description of agents, see: http://eprints.ecs.soton.ac.uk/825/05/html/chap3.htm, http://en.wikipedia.org/wiki/Software_agent, 


http://www.sce.carleton.ca/netmanage/docs/AgentsOverview/ao.html.


�For a further history and description of agents, see: http://eprints.ecs.soton.ac.uk/825/05/html/chap3.htm, http://en.wikipedia.org/wiki/Software_agent, 


http://www.sce.carleton.ca/netmanage/docs/AgentsOverview/ao.html.
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